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A B S T R AC T

With performance increases in recent years, embedded systems developed from small microcon9
trollers towards powerful and interconnected multicore compute units. New applications demand
complex interactions between a growing number of components, integrating safety9critical real9
time control systems with less critical devices and sensors. This leads to the consolidation of
previously independent systems onto shared hardware platforms and the development of embedded
virtualization.

To maintain safety9related constraints, hypervisors statically partition and allocate hardware
resources for critical systems, protecting high9priority guests from the side effects of other guests.
This enables mixed criticality, where multiple guests with different real9time conditions coexist on
a shared virtualization platform. To develop and verify a platform with high resource utilization, a
detailed analysis of each system’s behavior and interactions is required.

This thesis introduces the Hypervisor System State Enumeration (HyperSSE), providing a static
analysis model of multiple applications and their operating systems in parallel. It extends upon the
previously published MultiSSE algorithm from the Automated Real9time system Analyzer (ARA)
and expands its multicore model towards a multi9operating system model, making it possible to
track interaction semantics across different kinds of operating systems. This allows to analyze when
in their control flow each guest uses system or hypercalls to access resources.

To evaluate the viability of this approach, a diverse array of test cases is successfully analyzed
and manually verified to match the expected control flows. A Xen event channel mechanism sends
notifications across AUTOSAR and Zephyr guests, finding all possible cross9system control flows and
predicting possible interaction patterns using worst9case and best9case execution time estimates.
An automatic test system builds and manages all guests and their applications; another example
shows, with a proof9of9concept system, how to port a given analyzable system onto hardware. The
HyperSSE proves the possibility of cross9operating system analysis and gives new insight into the
virtualization abstraction layer.
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KU R Z FAS SU NG

Mit der steigenden Rechenleistung der letzten Jahre haben sich eingebettete Systeme von
kleinen Mikrocontrollern hin zu leistungsstarken und vernetzten Mehrkern9Recheneinheiten ent9
wickelt. Neue Anwendungen erfordern zunehmend komplexe Interaktionsmuster zwischen einer
wachsenden Anzahl von Komponenten, die sicherheitskritische Echtzeit9Steuerungssysteme mit
weniger zeitkritischen Computern und Sensoren verbinden. Dies führt zur Konsolidierung zuvor
unabhängiger Systeme auf gemeinsamen Hardwareplattformen und zur Entwicklung eingebetteter
Virtualisierungstechnologien.

Um Sicherheitsanforderungen zu erfüllen, teilen Wirtsmaschinen Hardware9Ressourcen statisch
auf ihre sicherheitskritischen Systeme auf und schützen dabei Hochprioritäts9Gäste vor den Neben9
wirkungen anderer Gäste. Dies ermöglicht gemischte Sicherheitsanforderungen, bei denen mehrere
Gäste mit unterschiedlichen Echtzeitbedingungen auf einer gemeinsamen Virtualisierungsplattform
koexistieren. Um eine sichere und effiziente Ressourcenauslastung zu erreichen, ist eine detaillierte
Analyse der Nutzung und Interaktionen der einzelnen Systeme erforderlich.

Diese Arbeit stellt die Hypervisor System State Enumeration (HyperSSE) vor, die eine parallele
statische Analyse mehrerer Anwendungen und ihrer Betriebssysteme ermöglicht. Sie erweitert den
zuvor veröffentlichten MultiSSE9Algorithmus des Automated Real9time system Analyzer (ARA) und
transformiert das Mehrkern9Modell in ein Mehr9Betriebssystem9Modell. Dies erlaubt es, Interakti9
onsmuster zwischen verschiedenen Arten von Betriebssystemen zu verfolgen und herauszufinden,
welcher Gast wann Systemaufrufe verwendet, um auf Ressourcen zuzugreifen.

Um die Machbarkeit dieses Ansatzes zu evaluieren, wurden eine Vielzahl von Testfällen erfolgreich
analysiert und manuell daraufhin überprüft, ob sie den erwarteten Kontrollflüssen entsprechen. Ein
Xen Event9Channel9Mechanismus ermöglicht es, Benachrichtigungen zwischen AUTOSAR9 und Ze9
phyr9Gästen auszutauschen, wobei alle möglichen systemübergreifenden Kontrollflüsse identifiziert
und mögliche Interaktionsmuster unter Verwendung von Best9 und Worst9Case9Ausführungszeit9
räumen vorhergesagt werden. Ein automatisches Testsystem baut und verwaltet alle Gastsysteme.
Ein weiteres Beispiel zeigt, wie ein analysierbares System auf Hardware ausgeführt werden kann.
Die HyperSSE zeigt die Möglichkeit einer betriebssystemübergreifenden Analyse und bietet neue
Einblicke in die Virtualisierungs Abstraktionsebene.
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I NT RODUC T ION 1
Embedded computer systems build the backbone for modern life, from smart personal gadgets
to critical infrastructure projects; everything today is computer9controlled and connected.
Data collection and analysis give accurate predictions on the state of devices and allow
automating previously human9intensive tasks in factories and transportation. Many of these
applications, for example, safety9critical Real9Time Operating System  (RTOS) in an unmanned
drone, cannot outsource their calculations to remote servers and need to compute locally
in a constrained environment. This leads, together with increasing performance demands, to
the growing development of embedded RTOS multicore systems [Ake+22] and their related
Multiprocessor Systems on a Chip (MPSoCs) [Gra+19].

While these systems provide the necessary performance, their parallelization complicates the
design, analysis and verification process. The control flow of a singlecore processor is fully
observable by monitoring the current program, while in a multicore system, other processes send
interrupts and modify shared resources like memory cache regions. They therefore require more
complex allocation systems; one current research project for this is [Sun+25]. Nevertheless, more
powerful hardware enables the consolidation of different systems onto a shared hardware platform,
optimizing the utilization of shared hardware. For example, specialized artificial intelligence
accelerators could be used by different subsystems of a connected smart system, parsing real9time
human voice commands and, at other times, evaluating sensor data. Consolidation reduces cost
and size [FW23], which is essential for embedded systems operating in constrained environments
under the Size, Weight, Power and Cost (SWaP9C) criteria.

The challenge in the design process remains to balance between isolation and multiplexing, as
safety9relevant systems want isolated and exclusive access to their resources, while other systems
might need to share limited hardware. Similar to the development in cloud computing, virtualiza9
tion emerges as an ideal abstraction for administering resource distribution [Ott+24]. It allows
for more flexible development of multiple systems in consolidated and shared environments, and
guarantees embedded systems to maintain their expected behavior, even if software from different
vendors is combined.

Static partitioning hypervisors are developed precisely for this purpose, giving exclusive access to
CPU cores, input/output devices or memory regions, but still allow the redistribution of resources
while developing. To take advantage of this flexibility, knowledge about the virtualized Operating
Systems (OSs) is needed, which is especially difficult when different types of OSs are combined
into a mixed9criticality system. While consolidation of systems should allow for better analysis and
optimization across different subsystems, because they are more directly connected via the shared
hypervisor, current analysis tools only target a single program or system at once, and therefore
struggle to correctly find and model cross9system interaction. Creating a simultaneous analysis
model for different OSs allows tailoring of the individual systems, their interaction patterns, as well
as their shared hypervisor.
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1 Introduction

This thesis presents such an analysis model, merging information from multiple virtualized guest
OSs into a shared global view of the system. Guest systems are pre9analyzed in isolation and
afterward synchronized at cross9system interaction points. The Hypervisor System State Enumer�
ation (HyperSSE) is an extension to the static analysis Automated Real9time system Analyzer (ARA)
framework, simulating the execution of the OSs and creating a system state enumeration similar to
the previously developed multicore MultiSSE [EFL23]. The model outputs a graph of every possible
system state, which includes active tasks, along with the state of OS and hypervisor9specific objects.
With this information, the complete system can be verified for given policies, ranging from simple
checks that one system never uses a certain hypercall to complex interaction chains across systems.
Future work could enable automatic optimization of the systems.

ARA and the HyperSSE use OS9agnostic data structures, but need an internal OS specific transla9
tion model. This work implements a Xen hypervisor model and an event channel hypercall for cross9
OS notifications between different guest systems, which is demonstrated across AUTOSAR, Zephyr,
and special bare metal systems. With this form of synchronization possible, other synchronization
or interaction behaviors could be added in further work. Timing information is also supported,
meaning Worst Case Execution Time (WCET) and Best Case Execution Time (BCET) information
can be processed and used to model the temporal dependency of sender9receiver patterns.

The thesis uses different manually constructed test scenarios as qualitative evaluation, ranging
from two minimal AUTOSAR guests, towards complex mixed criticality platforms between Zephyr
and AUTOSAR systems. After the analysis, the resulting graphs are manually verified for correctness
and compared to the subgraphs of each guest and similar multicore systems. Next to measuring
over the wide range of systems, the evaluation discusses individual systems in more detail to find
examples of cross9OS validation and optimization. As preparation for future research, all test cases
run in an automatic build system and are modularly expandable. Finally, a two9guest system running
on hardware is adapted to the newly developed event channel wrappers, which are analyzable by
the HyperSSE.
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F U N DA M E NTA L S 2
This chapter introduces the characteristics of embedded (operating) systems in Section 2.1 and
discusses their development towards mixed9criticality and multicore systems. The following Sec9
tion 2.2 explains the foundation of virtualization, why the Xen hypervisor is suited for embedded
systems, and how guests use Xen’s event channel to send event notifications. The third Section 2.3
contains the theoretical background of static analysis; furthermore, it explains the already estab9
lished ARA framework for system9level analysis and optimization. Finally, Section 2.4 discusses
previous research on embedded virtualization systems, including an overview of considered guest
systems and alternatives for the here chosen Xen hypervisor.

2.1 Embedded Systems
Modern computing systems encompass multiple areas with various requirements. This work focuses
on embedded systems that are a single component of a larger multipart system [Mar21, ch. 1.1].
Their main task is to enable the combined system to function and to provide infrastructure for
other components. Because of the precisely defined environment in which the system is embedded,
all of its tasks are already known at design time, allowing manufacturers to tailor their system
as one complete package to the specific use case and environment. This differs from a general9
purpose computing system, that must adapt to as many applications and environments as possible.
Figure 2.1 shows examples of different embedded systems, starting with an Electronic Control
Unit (ECU) from a vehicle, which could control the automatic emergency braking system of a car.
The middle image shows an embedded artificial intelligence development board. It could be added
as an auxiliary coprocessor to another system and perform image recognition tasks. The right image
lists different embedded systems used in avionics, which are connected with each other via one of
many communication protocols.

Figure 2.1 – Examples of embedded systems: ECU of a vehicle [Rob25], embedded AI
development board [NVI25] and different sub9systems used in avionics [Coo19]

The given knowledge of one embedded system allows specializing the system towards its only
application and stripping away non9used parts [Sta17, ch. 13.1]. In the example of a brake control
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2 Fundamentals

system with only one process, no complex OS with a scheduler or an interface for wireless software
updates is needed, while the entertainment system running on another ECU might need both.

Next to being configured for their specific application, embedded systems run in environments
where off9the9shelf general compute systems are not, or only with disadvantages, able to operate.
These harsh environments include heat, extreme cold, radioactivity or space exploration, but also
mobile devices, which are limited by their power consumption. The acronym SWaP9C describes the
main constraints that characterize these non9functional properties.

2.1.1 Real-Time Systems

Real�time systems set boundaries for how long the calculation of a certain computation process
should be. They depend on the physical time of when the result is available for further processing
[Kop11, ch. 1], which can be described by the end9to9end latency of the process. This work
concentrates on hard real9time systems, where time boundaries are critical limits, for example, in
the braking system of a vehicle. Therefore, the system’s design needs to ensure that the timing
requirements are always fulfilled in the product’s expected lifetime, because the consequences
would be disastrous and could include loss of human life. Such systems are also called safety critical
systems. Soft real9time systems, on the other hand, are sometimes allowed to fail their timing
requirement without any catastrophe happening. Their main goal is maintaining good average
performance and response time, while a hard real9time system needs to meet every deadline under
peak load [Kop11, ch. 1.5.1].

Often, the tailored application, combined with a matching RTOS, is deployed as one embedded
system, which is separated from other computing loads [Sta17]. Timing information about the
application, given knowledge about hardware speeds, and dedicated scheduling algorithms guar9
antee meeting the time range requirement. The foundations of real9time scheduling algorithms
were set by Liu et al. in [LL73], and are categorized into preemptive scheduling algorithms, where
tasks can be interrupted by the OS, and non9preemptive ones, where a task runs until completion
or voluntarily stops.

Furthermore, RTOSs are categorized by their activation pattern: Event9based systems, where
interrupts or tasks directly start the next task, or time9based systems like OSEKtime [OSE01]. In
these systems, tasks are grouped into fixed activation periods, which the OS schedules in regular
intervals. Next to their activation patterns, tasks have a fixed scheduling priority that determines
which task runs if multiple tasks are ready. This ensures that critical tasks do not wait for lower
priority ones, but does not prevent lower priority tasks from blocking resources that are needed by
the critical task. The AUTOSAR RTOS presented later supports both activation patterns with fixed
priorities, and a flag for each task indicating whether it is preemptible.

2.1.2 Safety Critical Systems

Because of the catastrophic consequences of failure for safety9critical systems, verification and
validation take a large share of the development cycle. More than half of the development cost is
spent on making sure the system is safe, including the definition of what safe operation should look
like [Kop11, p. 2919293]. Therefore, international standards like IEC 61508 [Int10] exist, which
define rules on how to develop safe systems. They also define interfaces for systems to connect,
allowing different vendors to integrate different subsystems without a complete retesting of the
combined system.
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2 Fundamentals

ISO 26262 [Int18] is the sector9specific standard for the automotive industry, it defines five safety
levels called Automotive Safety Integrity Levels (ASILs). Airbags or the braking system are classified
in the highest regulation level ASIL D, while important but not immediately critical systems like
the headlights and rear lights are in the lower hazard levels ASIL A and B [Xie+23, ch. 1.2.2]. The
lowest level quality management is used for noncritical systems like the entertainment system.

Next to functional safety, the importance of cybersecurity increases with more complex and
connected systems. Direct user interfaces with apps and regular over9the9air updates open new
attack vectors, from which systems need to be protected. One possible certification for this is
ISO/SAE 21434 [Int21], which provides cybersecurity development best practices. This process is
especially important for RTOSs, where delaying the WCET is not only a denial of service, but also
a life9threatening risk. Safety9critical systems should therefore be isolated as much as possible.

2.1.3 Multicore & Mixed-Criticality

Currently, automotive systems are developing from connecting many isolated singlecore systems
towards more consolidated multicore architectures [Bro06]. In a survey about real9time embedded
systems [Ake+22, p. 369/370], 81% of industry users describe working with multicore systems,
of which 75% contain safety critical components. Even though systems are becoming increasingly
larger, they are still connected with other systems via Ethernet, CAN or another protocol. Over 70%
of the systems are considered distributed, consisting of multiple ECU.

Besides multicore systems with only one Central Processing Unit (CPU), MPSoCs with multiple
CPUs and/or coprocessors, are also increasingly used [Gra+19]. They provide more compute power,
while allowing to better separate systems that would compete for shared resources, for example,
by statically assigning one whole CPU to one process. This solves one issue with shared multicore
systems, where one process could disrupt the CPUs cache of another safety9critical real9time process.

Another motivation for this is the increasing development paradigm of software over hardware
solutions. The automotive industry describes this as the goal of a Software Defined Vehicle (SDV)
[SNI23, ch. 1], where previously hardwired systems with their own ECU are replaced by a general
software control system and commodity hardware. This could mean replacing one separated ECU
for climate control and one ECU for electric seats with one shared platform. By taking inspiration
from software development practices, development times are expected to shrink, and compatibility
across different subsystems is expected to increase.

Core 1 Core 2 Core 3

Real9Time Operating System

ASIL D ASIL A QM App

Core 1 Core 2 Core 3
Hypervisor

RTOS Operating System

ASIL D ASIL A QM App

Symmetric multicore Asymmetric hypervisor multicore

Figure 2.2 – Different mixed9criticality multicore architectures, adopted from [El921, Fig. 2]
Components cannot only be consolidated within one safety level, but also across different safety
levels. Such systems are called mixed�criticality systems, of which two examples are shown in
Figure 2.2. The left image shows a symmetric multicore system, where a single RTOS runs several
applications from different ASIL levels, ranging from safety9critical ASIL9D to non9critical quality
management. The right image shows an asymmetric system, where multiple OSs are managed
by one hypervisor, which provides fine9grained access to the system’s resources. Therefore, one
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2 Fundamentals

application and its OS could get more or exclusive access to resources, while another system might
need to share one CPU core. Possible OSs for safety or less critical applications are discussed in
Section 2.4.

The main tradeoff with consolidation is between separating the systems and still sharing system
resources [BD22, p. 4]. On the one hand, critical systems should be isolated from unwanted inter9
ference from other systems. On the other hand, hardware utilization should be maximized, and
systems should not monopolize resources. Current research focuses on providing platforms where
each system is verified on its own, guaranteeing that each fulfils its timing requirements, even
if lower9priority systems are added. While single CPU cores are easily divisible between systems,
memory and caches performance appears to be harder to verify and a topic of ongoing research
[Soh+20],[Zue+23].

2.1.4 AUTOSAR

AUTomotive Open System ARchitecture (AUTOSAR) [AUT25] is an open specification for embed9
ded software components and their interfaces with other systems, including an operating system
design standard [AUT23,  Specification of Operating System]. It extends upon the previous OSEK
specification and is used for safety9critical static partitioned embedded multicore systems within
the AUTOSAR classic platform. The specification includes the syntax of available system calls for
an application, allowing it to be developed independently of the hardware. In production, the
application is usually deployed on an ECU, which is verified to be AUTOSAR conform. No default
implementation for the operating system exists, so the OS must be developed in parallel to
the application. This enables optimization of both the operating system and the application, but
increases development effort if both are done by one entity.

Next to the AUTOSAR classic platform for safety9critical resource9constrained hard real9time
systems, AUTOSAR also defines the adaptive platform. It provides the AUTOSAR Runtime for
Adaptive applications interface [AUT23, Explanation of Adaptive Platform Design, ch. 4], which
run on top of a POSIX9compliant OS. This more abstract and flexible platform enables faster devel9
opment of high9performance and dynamic soft real9time applications, including support for modern
programming languages like Rust [AUT23, Explanation of ARA Applications in Rust]. Since it is not
intended to replace classic platform systems, different applications are connected via bus protocols
defined in the shared foundation standard.

An AUTOSAR classic system consists of multiple applications in the low9level language C, which
are split into individual functions called tasks. Each task is also defined in a static configuration file,
that includes allocation of the different tasks to each CPU core and other system properties. The
current version of AUTOSAR no longer supports the OIL language from OSEK; instead, a newer
XML format is used. Finally, the applications are deployed onto their own ECU, which takes care
of system startup, scheduling, interrupts, and provides system call interfaces. As an example, this
would mean that one supplier develops its ECU for engine control, while another supplier designs
the ECU for the climate control system.

6



2 Fundamentals

2.2 Virtualization
Different kinds of virtualization describe a variety of abstracting models between software and
underlying hardware [Sta17, p. 628]. Multiple software systems, possibly with different architec9
tures, are deployed on a single system. The host OS, called virtual machine monitor or hypervisor,
provides an abstraction layer to the guest systems, which are called Virtual Machines (VMs). Virtu9
alization is categorized depending on whether the hypervisor runs directly on hardware, which
is called type 1 virtualization, or type 2, where the virtualization environment is an application
running on another OS.

Further, various methods for processing guest’s assembly instructions onto the hardware are
possible. Figure 2.3 shows one variant, user9level code is directly forwarded through all layers and
executed on hardware, while privileged instructions are first trapped into the guests OS kernel
mode, and from there into the hypervisor. Since this example is a type 1 hypervisor, the hypervisor
runs in privileged hardware mode on the kernel level. Only this privileged level permits sensitive
operations like interrupt control and communication with external devices, giving the hypervisor
control over hardware interaction and maintaining isolation between guests. Alternatively, instruc9
tions are parsed by the hypervisor and translated into the hypervisor’s architecture [TB23, ch. 7.4].
This emulation allows virtualization of guests from different or unsupported CPU architectures, but
is usually slower than instruction pass9through.

Figure 2.3 – Privileged levels in a type 1 virtualized system [TB23, p. 486]
Two further concepts of virtualization are paravirtualization and containers. Both lower the strict
isolation between the host and the guest, with the goal of increasing performance. Containers
are more lightweight VMs that do not contain their own operating system, reducing the parallel
structure of each guest managing a complete OS. This results in more possibilities for interference
between guests, and therefore, is not suited for hard real9time applications. In paravirtualization,
the guest OS is aware that it is being virtualized, and the hypervisor offers an interface for the
guest to access the hardware directly. These hypercalls are defined by the hypervisor and must
be implemented in the guest OS. By using this shared interface, context switches are optimized,
similar to operating system calls between an OS and its application.

2.2.1 Embedded Virtualization

While high9performance cloud environments use virtualization for better utilization and multiplex9
ing of hardware resources, it is also used for safety9critical embedded systems. Static partitioning
hypervisors assign resources to individual VMs and prevent interference from other guests
[Ram+17], allowing for safety9critical systems in a mixed9criticality setup. This further negates the
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possible performance disadvantage of virtualization, since resources are directly mapped into their
VMs and no longer first processed by the hypervisor, achieving near native performance. Together
with increased multicore performance described in Section 2.1.3, the increased overhead of another
abstraction layer is tolerable, with already multiple research projects focusing on it, some of which
are listed in Section 2.4.

Furthermore, using virtualization is more secure than a single OS with multiple processes running
directly on the hardware, allowing for spatial and temporal isolation [Ott+24]. Different variants
exist about which part of CPU, Memory and I/O are statically separated and/or shared. The analysis
and verification process remains complex, as the application, the RTOS, and the hypervisor need
to be all proven to be safe together.

2.2.2 Xen

Xen [Xen25] is an open source type91 hypervisor for ARM, x86�64, and RISC�V hardware. Starting
from a research project [Bar+03], it developed into a broad ecosystem for general9purpose Linux
virtualization, as well as support for embedded real9time systems. Xen uses paravirtualization to
achieve high performance, which requires an implementation in the guest OS’s code.

The cooperative approach of paravirtualization is shown in a legacy x86 system in Figure 2.4, the
left side shows an OS and application running non9virtualized on hardware. The kernel of the OS is
located on the privileged CPU ring 0, while the application on ring 3 needs system calls to the OS’s
kernel to perform privileged operations. In the right image with paravirtualization, the application
also traps on a privileged instruction, but since the guest’s kernel is moved to ring 1, the hypervisor
catches the system call and afterward forwards it to the guest OS kernel. OS specific tasks like
creating a new process can be handled locally in the kernel, but privileged hardware operations are
not possible in ring 1, requiring the kernel to send requests back to the hypervisor on ring 0 via
hypercalls.

Figure 2.4 – Paravirtualization and hypercalls compared to normal system calls [Chi08, p. 12]
The exact implementation depends on the generation and instruction set of the hardware, since
different virtualization extensions and models exist. Modern x86 chips with the AMD9V/Intel9VT9x
extensions operate the hypervisor in a newly created ring −1, giving the OS its expected ring 0 be9
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havior [Chi08, ch. 1.5.3]. ARM chips do not follow the same ring model; instead, different privilege
levels from PL0 for user code up to PL2, especially for hypervisors, exist in the ARMv7 architecture
[ARM18]. Further extensions might also include optimizations like fast system calls, where the
double context switch from application to hypervisor to guest9kernel is skipped [Chi08, ch. 1.7].

Xen also supports virtualization of unmodified guest OSs, but depending on the hardware
features, performance will vary, since slower emulation might be used [Chi08, ch. 1.7.4].

Since the Xen hypervisor is designed as a small codebase, it has initially not been used to start and
monitor guest OSs directly. Instead, one special privileged guest, called domain 0, manages other
guests, which are called domain U for unprivileged. dom0 can start, stop, and modify other guests;
further, it receives resource allocation requests from guests and forwards them to the hypervisor.
Initially, only a few OSs could be used as dom0, but today many Linux distributions are supported,
including other OSs like Zephyr. This is seen in Figure 2.5, where the Xen hypervisor is shown as the
red layer on top of the green hardware block. dom0 uses its included Xen drivers to send requests to
the hypervisor via a special dom0 interface inside the hypervisor, while the other guests on domU
are not allowed to use it. DomU guest instead uses hypercalls, which are first forwarded to dom0,
and from there to the hardware. This design reduces the code size of the hypervisor and places
more decisions into the less privileged dom0, which also offers an administrative control plane to
start, stop or add new VMs.

Hardware Ressources

Dom0 Interface Virtualized Ressources

Dom0 OS

Xen Drivers

Control Plane

DomU Guest OS

Xen Drivers

Application 1

DomU Guest OS

Xen Drivers

Application 2

Figure 2.5 – Xen hypervisor containing multiple guest domains, adapted from [Bar+03]
For embedded systems, dom0 can also be omitted, creating a dom0less environment [Ste19].
Instead of using dom0 to bootstrap other guests, domU guests are directly booted in parallel from
a previously defined static configuration. This leads to way faster boot times, since the bootloader
does not need to wait for dom0 to fully boot before getting the configuration of each guest, but no
longer allows guests to use device drivers from dom0 to access external devices. Furthermore, it
also provides a safety guarantee that guest’s isolation is not disrupted by a higher privileged dom0,
which could modify their resources. Overall, dom0less is well suited for embedded systems, which
often use rebooting as an error strategy, and do not require dynamic CPU or resource management.

2.2.3 Event channels

Next to external communication systems like bus interfaces or Ethernet, Xen offers mechanisms for
internal guest9to9guest communication. This is comparable to inter9process communication in an
operating system, Table 2.1 shows the corresponding mechanisms.

Synchronous hypercalls are used by guests to request the hypervisor to perform privileged
operations, for example, changing memory data structures or acquiring system locks. The XenStore
and Grant Tables are shared memory regions that can be accessed across multiple domains, just
like the OS operates the file system and shared memory region.
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Unix Xen
System Calls Hypercalls
Signals Event Channels
Filesystem XenStore
POSIX Shared Memory Grant Tables

Table 2.1 – Comparison of UNIX and Xen communication mechanisms [Chi08, p. 12]
Asynchronous event channels are 19bit signals to one guest, that are mapped to one of the following
events:

• physical interrupt requests from the hardware, that are forwarded by the hypervisor
• virtual interrupts from the hypervisor, for example, offering a timer to the guest
• cross9domain notifications, when one guest wants to notify another
• intra9domain notifications, working like an interprocessor interrupt in a multicore OS

The receiving guest OS decides how to behave at an event: first, it can define an interrupt handling
function, which is called immediately by the hypervisor when the event occurs. Alternatively, it
can mask the event and poll the respective data structure to see whether the event occurred at
some point. This information is stored as an array in the shared_info struct of each guest, which is
dynamically updated and mapped between guest and hypervisor. The relevant parts of this struct
are shown in Listing 2.1, the guest OS checks evtchn_pending to see if any event occurred on each
port. evtchn_mask can be set by the guest and indicates that the guest is manually checking the
pending bits and no upcall should happen. Finally, each virtual CPU of a multicore guest has its
own vcpu_info struct, which is used to assign events to a fixed virtual CPU, resulting in better cache
utilization [Chi08, ch. 7.5].

1
2
3
4
5

  struct shared_info {
    struct vcpu_info vcpu_info[XEN_LEGACY_MAX_VCPUS];
    xen_ulong_t evtchn_pending[sizeof(xen_ulong_t) * 8];
    xen_ulong_t evtchn_mask[sizeof(xen_ulong_t) * 8];
    ...}

Listing 2.1 – Shared_info struct of Xen guests [Xen25, hypercall/arm/include/xen.h]
Guests can create and modify event channels by using the event_channel_op hypercall, whose para9
meters and return values are passed with a struct data structure. The three structs in Listing 2.2
are used to create a cross9domain event channel.

The process starts with the evtchn_alloc_unbound hypercall, returning an available port, which
is later used as a lookup key in the shared_info struct. For embedded systems, ports are hardcoded
and transferred between guests; otherwise, the XenStore is used to allow guests to find each other.
The second guest binds to the specific port of the first guest using the evtchn_bind_interdomain
hypercall. Afterward, the channel is ready for bi9directional communication and both guests use
the evtchn_send hypercall towards each other. Different structs exist to bind to a physical or virtual
interrupt; they also return a evtchn_port_t port number with a similar syntax.
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  // 1. create a local port between two domains
  struct evtchn_alloc_unbound {
    /* IN parameters */
    domid_t dom, remote_dom;
    /* OUT parameters */
    evtchn_port_t port;
  };
  // 2. the other guest binds the remote port
  struct evtchn_bind_interdomain {
    /* IN parameters. */
    domid_t remote_dom;
    evtchn_port_t remote_port;
    /* OUT parameters. */
    evtchn_port_t local_port;
  };
  // 3. both guests can send using their local port
  struct evtchn_send {
    /* IN parameters. */
    evtchn_port_t port;
  };

Listing 2.2 – Structs for Xen event channel notifications between two guests
[Xen25, hypercall/arm/event_channel.h]

2.3 Static Analysis
As described in Section  2.1, embedded RTOS systems are fulfilling a specific task in a fixed
environment. Their functional application is usually not computationally intensive, instead, they
perform simpler tasks like monitoring sensor data, activating physical switches and following basic
control sequences. More complex tasks could conflict with their real9time requirements and are
usually offloaded to another system, or a coprocessor in a MPSoCs.

Therefore, optimization focuses on improving non9functional properties of the embedded system,
like the SWaP9C criteria. This could be a reduction of system memory and hardware costs, or
increasing dependability and saving on now unnecessary redundancies and buffer margins. Since
embedded systems are often deployed in large quantities, small reductions in each system create
great benefit.

This work performs static analysis to enable specialization of a given embedded system and allow
the calculation of BCET and WCET. The idea is to analyze the system before deploying it, predicting
all possible states of the program. This suits well with RTOS systems, where the possible execution
states of the system are already limited by the time boundaries of the system. In contrast to dynamic
analysis, where the program is executed and measured after being deployed, static analysis happens
at design or compile time, allowing for a recursive development cycle. This approach is usually
combined as a Whole Program Analysis (WPA), where the analysis includes the OS and all running
applications.
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After simulating every possible execution path, an automatic analyzer performs the specialization
or Whole Program Optimization (WPO), which is categorized into three areas [Fie+18]:

• Abstraction: remove unused abstractions and interaction mechanics (a)
• Instance: hard9coding number and identity of instances (b)
• Interaction: constrain interactions between instances (c)

Figure 2.6 – Tailoring an embedded system using specialization, from [Fie+18, p. 2]
All three specializations are shown in Figure 2.6, starting with a generic and flexible RTOS (g), that
includes mechanisms for threads, Interrupt Service Routines (ISRs), and an event mechanism. Once
the complete requirements for this specific embedded system are given, an automatic static analysis
of this application is performed. This analysis finds that no events occur in the application, which
means the OS could commit everything related to event handling, removing the unused abstraction
(a). Checks for pending events are therefore no longer needed, and source code size is reduced,
reducing the risk of unknown bugs. In the next step (b), the analysis searches for which threads are
created over all possible program states, finding that there are at most two threads, which allows
for hard9coded data structures and shrinks the memory size. Finally, interactions between the given
static instances are observed in (c), for example, if one ISR would always follow the same pattern,
it could be replaced by a static user space function, reducing context switches.

2.3.1 Control flow analysis

Control�flow�sensitive analysis is one possible static analysis technique, it follows the sequence of
code lines that one program executes. A single core CPU executes one line after another, creating
a linear flow, from which the analyser creates a list of connected nodes. Branches result in one
node with two successor nodes, creating a directed graph called Control Flow Graph  (CFG)
[Ent24, ch. 3.4]. To reduce the graph’s size, multiple lines of code without any branches or jumps
are grouped together as one Basic Block (BB), since they do not change the control flow and can
be analyzed as one unit. Functions leave the local control flow of a program and jump into another
control flow, returning at a later point into the local control flow.

In contrast to a compiler, which performs local code optimization, WPA is concerned with the
control flow of the complete system with multiple applications. Therefore, the interactions of
applications with each other and the OS are key for the analysis, not the local control flow of one
application. In a OS with user processes and kernel, each of these interactions happens within
a system call to the operating system, since processes are isolated from each other. No outside
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interaction happens between system calls, making the code in between not relevant for the OS level
analysis; rather, it would be a topic for the local application’s compiler. Multiple BBs without outside
interactions are therefore grouped into one Atomic Basic Block (ABB), with system calls occurring
between each ABB [Sch11]. This means each ABB consists of exactly one entry and exit BB, with
possibly many BBs in between, which also significantly reduces the number of tracked states.

Example Figure 2.7 shows the CFG for the imagined task A. Lines 296 perform some unknown
calculation, which does not interact with other applications or tasks, allowing to merge all lines
into the single ABB 𝐴𝐵𝐵1. After the calculation, the program starts another task B, using the
ActivateTask system call. The interprocedural control flow of the application jumps into the OS
code, while the local control only points to its next ABB.

Imagined Autosar task
1
2
3
4
5
6
7
8

TASK(A) {
  if (x < 10) {
    x++;
  }
  calc(x);
  output(x);
  ActivateTask(B);
}

AUTOSAR_TASK_FUNC_A

AUTOSAR_TerminateTask

ABB1

ABB2

ABB3

Figure 2.7 – Example source code and corresponding Control Flow Graph (CFG) of Atomic Basic
Blocks (ABBs)
In the CFG, system calls are shown as blue diamonds ◆, while ABBs are green ellipses ⬬. If one
ABB is the last node of a task, it is called an exit node, and instead colored violet ⬬. The local
control flow inside one task is shown with red arrows →, the interprocedural control flow with blue
arrows →, which leaves at ABB2 to the AUTOSAR_ActivateTask system call. In later examples, each
task is surrounded with a black box ▮ to keep multiple tasks apart. System calls are highlighted
with a grey background ▮, but left empty, since focus is on OS interactions, not the OS specific
implementation.

The CFG already provides optimization potential, but can be improved with additional informa9
tion. In a statically configured RTOS, all existing tasks are already known at analysis time, allowing
for a complete view of the system, creating a global control flow graph [DHL15]. The same holds
for the concrete instances of the application and OS. This allows the global CFG to keep track of
which exact tasks interact at which point of their program with other tasks. Furthermore, WCET
and BCET timing information of each BB can be obtained by measuring the application, allowing
the estimation of time constraints for ABBs and the resulting CFG. The following chapter presents
the ARA framework for creating such a global CFG.

2.3.2 Automated Real-time system Analyzer

The Automated Real9time system Analyzer  (ARA) framework is an automatic WPA/WPO tool
for embedded RTOS systems [ENL22]. ARA performs control9flow9sensitive static analysis on the
application and the OS, gathering knowledge to build a global CFG and creating an optimized
binary. It uses language9agnostic data structures and can therefore be used for different application
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languages and RTOS systems. The main components of ARA are shown in Figure  2.8 and are
explained in detail in the following section.

OS-Model → OSBase
Autosar, FreeRTOS
Zephyr, Bare Metal

Application
OS Config Compiler LLVM IR

ARA Analysis
CFG, Value9Analysis (SVF)
Instances(SIA), Callgraph

ARA Synthesis

SSTG
MSTGSSE

MultiSSE

Tailored binary
App, RTOS

Figure 2.8 – Dataflow of ARA, inspired by [ENL22, p. 1; Ent24, ch. 5]
First, the functionality of an application is developed, using its chosen RTOS semantics and system
calls, including the definition of its static OS configuration files. ARA also requires a model of
the used RTOS semantics to implement upon the OS agnostic OSBase model, but current research
tries to automate this currently manual step [KFL25]. The application is then compiled into LLVM
Intermediate Representation (IR) code [LLV25], which is a language9independent intermediate
code format. This allows the combination of applications from different languages, since they are
all translated into this common language, for which multiple processing tools already exist.

Next, several analysis steps are performed with the IR code. Using the static control flow analysis
from Section 2.3.1, a CFG out of ABBs is built. The CFG on its own includes any possible control flow,
including many that are not possible. For example, one given if condition with a jump might always
be false, allowing to shrink the CFG, but the value of this parameter is determined in a different
context prior to the current function. This knowledge is especially important for parameters of
system calls, where the parameters determine what exactly the system call does. Therefore, the
analysis performs a value analysis using the external SVF framework [SX16]. The value analysis
creates a graph with every variable and pointer assignments, which is retrieved in later steps.
Furthermore, a call graph of the system, to see which functions call which other functions, is
constructed.

In parallel, the analysis also creates a list of every instance of OS objects [ESD19], including
possible tasks and their priorities. This is trivial for statically configured systems, since their config9
uration files already list every instance, but for dynamic systems another step called Static Instance
Analysis (SIA) is performed [Fie+21].

Afterward, the final analysis step is performed: the System State Enumeration (SSE) [ENL22].
It simulates the execution of every ABB of the application and keeps track of the state of OS
objects, creating a Static State Transition Graph (SSTG) of every system state. It only contains
actual occurring states, and not impossible control flows. To support multicore systems, the SSE was
extended to the Multicore System State Enumeration (MultiSSE) [EFL23], which allows for analysis
of cross9core interaction and temporal behavior of the cores in relation to each other. Compared to
the CFG, the SSTG contains detailed OS status information, allowing for more optimization in the
synthesis, for example, removing uncontended locks and system call specialization. Both algorithms
are explained in the next Section 2.3.3.

With the analysis complete, the synthesis uses the created graphs to perform specialization and
optimization as in Figure 2.6. The modified application and modified OS code are finally linked
together, and a binary is created that can be deployed on the ECU.
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2.3.3 System State Enumeration

The main idea of the SSE algorithm is the virtual execution of an application and its OS. For a
general9purpose system, this would be difficult, since an end user might install new programs and
add limitless combinations of new tasks, but RTOSs are by design constrained in their possible
execution states and time boundaries. Therefore, each time point of the system is counted as one
Abstract System State (AbSS), consisting of the OS current status, which is also called the current
context. This context includes the list of currently active tasks, the state of locks, and whether
interrupts are enabled. For the application, only the next upcoming ABB is relevant, since the CFG
and the value analysis already exist, and everything inside one ABB is already abstracted for.

1
2
3
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def SSE(CFG, Instances, ValueAnalysis) -> SSTG:
  sstg = SSTG()
  stack = Stack(get_initial_os_state(...))
  while stack:
      state = stack.pop()
      new_states = interpret_or_schedule(state)
      sstg.add_and_connect(new_states)
      stack.push(new_states)
      
def interpret_or_schedule(state) -> List[State]: 
  if is_syscall(state.abb): 
    new_states = interpret(state) 
    return schedule(new_states) 
  else:  
    return follow_control_flow(state)

Listing 2.3 – Simplified SSE algorithm, modified from [ENL22]
Since every part of the system is statically defined and known in analysis, the algorithm can interpret
what happens when a system call is executed from a given AbSS, creating the next AbSSs. As an
example, in the current AbSS the task A is active, with its next ABB pointing to the ActivateTask(B)
system call, which starts the currently suspended task B. Since B has a higher priority than A, the
next AbSS will include the first ABB of B as active, with task A being marked as ready but inactive.

Listing 2.3 shows the full algorithm of the SSE, starting with the creation of the first node of
the SSTG and the initial state. Since the boot phase is highly OS dependent and an own topic of
research, the algorithm assumes a single start point when the system is ready and the control flow
is handed to the first application. get_initial_os_state returns this first state as one AbSS, if the
system includes autostarting tasks, the ABB of the highest priority task will be active.

Next, the interpret_or_schedule function simulates the execution of the active ABB of the AbSS,
in case of a system call, performing the OS specific interpretation of the system call and applying
the changes to the next AbSS. Otherwise, without a system call at the current ABB, the control
flow advances to the next ABB. This is done with the schedule function, which acts exactly like the
scheduler in OS, deciding which of the active tasks has the highest priority and which ABB is up
next. Afterward, the new states are integrated into the SSTG and pushed onto the stack. Branches
result in multiple possible AbSS, creating multiple successor nodes in the SSTG.
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2.3.4 Multicore System State Enumeration

Multicore systems are harder to model because their temporal relationships are more complex than
in a singlecore system, where only one task is ever active at the same time. If one task can be
interrupted by another task at any point of its control flow, every line of code would require a new
AbSS. The number of states would increase exponentially with the number of cores, and the SSTG
would become uncomputable. Therefore, the Multicore System State Enumeration (MultiSSE) goal
is to minimize the number of states by using as much given information about the system as possible.

RTOS already includes an upper range for their WCET, meaning the analysis can filter out states
that include an impossible sequence of tasks, like a lower priority one coming before a higher
priority one is finished. Combined with periodic activation periods of tasks, the analysis might be
able to find out when one given task can be active, and when it cannot. Another property of RTOS
is the limited interaction between tasks, occurring only at specific system calls. Furthermore, many
RTOS like AUTOSAR statically partition their tasks onto fixed cores, reducing communication from
a n9to9n to a 191 problem, meaning only these two tasks need to be synced together.

This allows the MultiSSE to start with core local analysis of each task, like in Section  2.3.3,
unless an intercore system call is requested by the application. In that case, the algorithm searches
the target’s control flow for possible time windows that would align with the current control flow,
creating a Synchronization Point  (SP) between the two sub9graphs. This Synchronization Point
Search  (SPS) finds a common state of both cores, in which the system call is then executed.
Afterward, the common state is separated again, and both cores continue in their local SSE analysis.

M5 (CPU 0) M9 (CPU 1)

CPU 0 CPU 1

State 2
instance: A

type: computation
abb: ABB5

bcet/wcet: 5/10

State 3
instance: B

type: computation
abb: ABB1

bcet/wcet: 20/100

State 4
instance: A
type: syscall
abb: ABB7

sys: AUTOSAR_TerminateTask

State 5
instance: Idle

type: idle
abb: None

State 7
instance: Idle

type: idle
abb: None

State 6
instance: B
type: syscall
abb: ABB3

sys: AUTOSAR_TerminateTask

Figure 2.9 – Multicore State Transition Graph (MSTG) of a two9core system running two different
AUTOSAR tasks
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Similar to the SSTG, the result of the MultiSSE is called MSTG, of which an example is shown in
Figure 2.9. Starting from a synced starting point, both CPU cores perform a single task and its ABB.
Afterward, both tasks call the TerminateTask system call, ending their local control flow and leaving
each system idle. Since there is no cross9core system call between both cores, no SP is needed. The
MSTGs, and the later presented HSTGs, use the same color scheme as the CFGs: AbSS are green
ellipses ⬬, systems calls blue rectangles ▬, and idle states are colored violet ⬬

The SPS is the main source for exponential growth of the MSTG, because it finds every possible
control flow path where two CPUs can meet. Timing information in the form of BCET and WCET
limits the potential control flows in which the systems can meet, and therefore reduces the number
of considered SPs. This stops a cascading effect, where the next SP needs to connect to every
previous SPs, creating exponentially many SPs and AbSSs. The smaller the difference between
BCET and WCET is, the fewer possible SP are mathematically possible. How the SPS uses its timing
information is explained in [Ent24, ch. 7.5], it is optionally activated by assigning a BCET and
WCET to each ABB, using a special function called ara_timing_info.

SPs are also used to model external interrupts; each interrupt source is simulated as a virtual CPU
core with its own timing behavior. This assumes that outside knowledge about the interrupt exists,
for example, that the interrupts are controlled by a fixed timer, or that there are long breaks between
two interrupts. External interrupts that follow no observable pattern are therefore problematic for
this analysis, but mechanisms exist to still limit their possible activation period [Ent24, ch. 7.6].

2.4 Related Work
The idea of using virtualization for isolation of embedded systems has been researched, resulting
in the development of different static partitioning hypervisors:

Ramsauer et al. developed the Jailhouse [Ram+17] hypervisor, which statically assigns hardware
resources to individual guests. Jailhouse is bootstrapped by a regular Linux system, taking advan9
tage of its existing device drivers ecosystem. After the Linux system’s boot process is completed,
Jailhouse takes over hardware control and keeps the initial system as a VM called root cell. Similar
to Xen’s dom0, the initial system has more privileges than other guests, which are called non9root
cells. Once every guest has its resources partitioned, Jailhouse should interfere as little as possible,
relying on CPU virtualization extensions.

Jailhouse was further extended with MPSoCs support by the Omnivisor hypervisor model,
created by Ottaviano et al. [Ott+24]. It allows management of multiple CPUs, microcontrollers and
Field Programmable Gate Arrays (FPGAs), while providing different mechanisms to isolate or share
resources and systems. It also includes a privileged management VM and provides its variant of
hypercalls called omnicalls.

Another static partitioning hypervisor is Bao by Martins et al. [Mar+20]. It is explicitly designed
for mixed9criticality embedded systems and provides a standalone and lightweight architecture for
ARMv8 systems, including cache coloring to assign different cache lines to different guests.

Xtratum is another open source RTOS hypervisor, which aims to be used for space and avionics
applications [Car+14],[MRC]. It targets the avionics standards ARINC9653 and is designed espe9
cially for safety9critical systems. Further, it was ported to the space architectures LEON2 and LEON4
and relies upon paravirtualization for performance.

The Quest9V hypervisor [Wes+16] builds upon the previously developed Quest9RTOS, and sepa9
rates its guests into sandboxes, which are managed independently of the hypervisor. This follows a
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similar idea to Jailhouse, where the hypervisor performs an initial separation and does not interfere
afterward in runtime, reducing the need for context switches.

The idea of composing different OS onto one combined platform for mixed9criticality is being
explored for different automotive [El921] and avionics [FW23] applications [Net+]. Section 2.1.4
presented AUTOSAR as one possible RTOS for safety9critical systems, notable alternatives are:

Zephyr [Zep25], a flexible and customizable RTOS, supports static as well as dynamic instances
and offers many modern features. If only static instances are used, it is fully analyzable by ARA.
Similar to AUTOSAR, it is configurable via static configuration files via kconfig. Full support for
MultiSSE with timing annotation is currently in development.

FreeRTOS [Fre25] is another popular RTOS, but its dynamic instantiation makes it less suitable
for this kind of analysis.

Finally, automotive grade Linux [The25] and the Linux9RT patch [Lin25] are candidates for less
critical components, for example, in ASIL9B. They could be tasked with a soft real9time application,
like capturing and sending sensory information to a more critical system that runs a hard RTOS.
Complex OS like Linux with a large code base results in an impossible to manage CFGs and is not
directly analyzable with ARA. Instead, some form of abstraction is needed to filter out the safety9
critical real9time implications. The research project LiME [Bra+25] proposes a model for that,
creating a mapping from complex interactions to one of a few simpler task models, which could
then be included in the analysis.

Currently, no similar Whole Program Optimization (WPO) like ARA exists, since most frameworks
focus on analysis and verification. OTAWA [Bal+10] follows a similar analysis premise as ARA,
creating CFGs out of BBs. But it does not include optimization steps, providing only WCET analysis.

Astreè [Abs25] is an automatic static analysis tool for C programs, proving their correctness. It is
able to analyze multicore applications by combining different program flows, but as a proprietary
tool, it is not freely accessible.

Lastly, GOBLINT [Saa+23] is another C analysis tool for multithreaded systems, with its main
task being proof of correctness for a system. Since it does not guarantee to provide an exact source
for found errors, it can not be used directly for optimization.
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A R C H IT E C T U R E 3
The following chapter describes the development of the HyperSSE, extending the Automated Real9
time system Analyzer (ARA) framework for static control flow Whole Program Analysis (WPA), by
analyzing multiple separated RTOSs, that are virtualized on a shared hypervisor. It adds to the
existing MultiSSE model of multiple parallel CPU cores and allows for analysis of different kinds
of RTOSs, including their cross9OS interactions via hypercalls. It finds a global graph of local and
cross9OS interactions, which can be used to analyze the whole system and enable optimizations
with further research.

The first Section  3.1 introduces and explains the concept of cross9operating9system analysis,
for which the second Section 3.2 discusses potential implementation variants for integrating the
HyperSSE into ARA, assessing the existing code base and potential analysis benefits. Section 3.3
describes the chosen implementation process and modifications to ARA’s architecture, which
includes a complete working example in Section 3.3.4. Finally, Section 3.4 covers the limitations
and challenges that occurred in the development of the HyperSSE.

3.1 Introduction to Cross-Operating-System Analysis
The goal of this work is to perform static analysis on multiple connected OSs, for example,
in a virtualized mixed9criticality platform. Section 2.3.4 shows the possibility of this process for
individual systems, but only analyzes a single OS at the same time, meaning that cross9system
interactions can not be fully understood in one system9local analysis.

Therefore, the analysis needs to follow different interaction layers, which are visualized in
Figure 3.1: two OSs are virtualized on a common hypervisor, the first OS-1 has two CPU cores ⬬,
while the second OS-2 only has one. A total of four tasks ⬬ are statically assigned to the CPUs,
meaning each task has a fixed CPU core. Starting from Task A, the following interactions → are
performed:

As long as Task A does not interact with its OS and only performs local calculations, it is of no
interest to the WPA. Trusting that the application’s compiler would already optimize this part, the
whole code region would be merged into a single ABB, abstracting away the exact implementation
details. Instead, this analysis is concerned with interactions that leave the local control flow, like the
activateTask(B) system call. It performs a context switch into the OS, and depending on scheduling
priorities, might transfer the control flow to Task B.

From the syntax, the second interaction in Task B looks exactly the same as the first one, since it is
another activateTask(C) system call. But the target task is located on another CPU core, requiring
the OS to perform an Inter Processor Interrupt (IPI), disrupting the local control flow of CPU 2 and
triggering a remote rescheduling. This key difference in cross9core interaction can already be found
within the MultiSSE model and enables a better understanding of the whole system, which would
not be possible from the point of view of only one application.
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Similarly, there are interactions that are out of scope for the OS. This work mostly focuses on the
scenario of a hypervisor as a common platform, but theoretically it could be extended towards any
kind of explicit cross9system communication mechanism.

Hypervisor

OS-1 OS-2

CPU 1 CPU 2 CPU 1

Task B

activateTask(C)

Task A

activateTask(B)

Task C

evtchn_send(D)

Task D

check_evt()

syscall

cross9core
syscall

cross9domain
hypercall

Figure 3.1 – Different interaction levels within two virtualized OSs:
1. CPU9local system call, 2.Cross9core system call, 3. Cross9domain hypercall

Here, Task C uses the evtchn_send hypercall to modify the control flow of Task D on OS-2, for
example, indicating that an alternative function should be called. This alternative function might
have a different WCET, changing the overall WCET of Task D. If the analysis includes the condition
when or at what interval Task C sends the hypercall, the precision of the model would improve.

The impact of missing cross9OS information is further shown with the following thought exper9
iment: Two systems from different vendors, one producer and one consumer, were developed
separately, with each operating on its own activation patterns. The second system performs an
automatic crash detection, keeping track of multiple values of the producer, and if it measures a
high acceleration, triggering further actions. In this time9critical context, every millisecond matters,
making WCET optimization and guarantees very important.

If the local analysis of the second system has no information about the first one, then from its
point of view, new data is coming at a seemingly random and unpredictable rate. This is not an
issue if the second system reacts to events from the first one, or their time9based activation intervals
align nicely. But the second system might include multiple data sources or was developed without
the first one in mind, leaving it with two possible options on how to react to new data: it could
delay the new data and finish its calculation with the current data, or it could scrap the current
iteration and start again with the new data. The first variant results in a way slower WCET, since
the reaction time of the system is now two times its calculation time, in case new data occurs at
the beginning of the calculation system. The second variant might lose many data points due to
scraping ongoing calculations, undermining their significance.

One solution for the analysis would be to execute both systems and measure their interactions,
but this process would be hard to automate and result in an imprecise approximation. Without
any approximation, the analysis of the second system needs to assume that new data comes at
every possible time point, meaning every possible arrival time needs to be modeled, creating a
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wide WCET and BCET range. This is particularly problematic for the MultiSSE, where unknown
timing information leads to an exponential state increase and unanalyzable OSs. Furthermore, this
interaction knowledge could be used for more specialization and optimization, for example, by
adapting the activation periods to always be aligned, resulting in less variable control flow, and
possibly shorter response time of the overall system.

3.2 Exploring Different Implementation Variants
The following section discusses four possible implementation approaches for integrating multiple
OS into the analysis of the ARA framework from Section 2.3.2. Previously, this has not been a design
criterion, leaving different options on how to adapt the existing algorithm. The red blocks ⬬ in
Figure 3.2 highlight critical areas in each variant that require major changes, while blue blocks ⬬
represent none or only slight modifications.

All variants start by the same foundational algorithm, their application’s code ⬬ is compiled
into LLVM IR code, and afterward an interprocedural CFG for each OS is constructed. Then an
iterative algorithm based on the SSE from Listing 2.3 is executed, simulating the consequences
of the current state and predicting all local or global follow9up states. Next, each of the follow9
up states is analyzed and itself creates new following states. In RTOS systems, it is expected that
this algorithm converges and the number of states does not grow to an uncomputable extent. Each
variant will now be presented in detail:

1.

MultiSSE

Shared CFG

(LLVM)

CFG

OS91

(LLVM)

CFG

OS92
2.

MultiSSE MultiSSE

HyperSSE Timings

MultiSSE

CFG

OS91

MultiSSE

CFG

OS92

3.

MultiSSE

OS specifc
Syscalls

Hyper9
calls

OS specifc
Syscalls

CFG

OS91

CFG

BS92
4.

Hyper SSE

MultiSSE

(SSE)

CFGCFG

OS91

(SSE)

CFG

OS91

(SSE)

CFG

OS92

Figure 3.2 – Ideas for integrating multiple OS into the MultiSSE algorithm
(parenthesized intermediate steps are not always showsn)
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3.2.1 Variant 1 - Modify Input of MultiSSE

The idea of the first variant is to model virtualized singlecore OSs as one ideal multicore system.
The analysis only needs to know when and how systems interact with each other, allowing for
parallel analysis on all CPU cores in sections without outside interactions. In the singlecore analysis,
it does not distinguish from which OS the CPU core comes, as long as its parent OS is included in its
context. Therefore, the CFGs of all systems is merged into one shared CFG, which can be imagined
as one big multicore system, where some of its cores do not interact with each other.

This virtual multicore system’s CFG is used as input for the MultiSSE algorithm, which is able to
resolve any upcoming hypercalls as already supported cross9core interactions. Now, each Abstract
System State (AbSS) consists of multiple CPU cores that each come from either a single core OS or
are part of a multicore OS. Only the context of the CPU would include to which OS it belongs, and
which OS model is needed for system call evaluation. Just like system calls use the Synchronization
Point Search (SPS) algorithm to achieve a synchronous state across multiple cores, hypercalls also
synchronize their needed cores, with the only difference being that cores originate from different
OSs.

Very little modification is needed on the most complex part of ARA, since only the input data and
not the MultiSSE itself is changed. Instead, the applications could be merged as part of the LLVM
IR creation step, mostly requiring fixing name mangling issues. Afterward, a shared CFG could be
created easily, but the value analysis appeared to be hard to adapt to follow across different systems.
Another disadvantage of this variant is expected difficulties for including different OSs, since its
multicore model assumes that every task is of the same kind, while different OSs might include
deviating semantics.

3.2.2 Variant 2 - Reuse Output for Iteration

To begin the second variant, each OS is analyzed by the MultiSSE on its own, assuming that cross9
OS interaction could occur at any possible time point. This creates the problem from Section 3.1,
and requires the analysis to expect an incoming hypercall, for example, the message from another
OS, at any state, leading to an exponential number of states. But even if the local OS analysis can not
predict when another OS sends a hypercall, it has timing information about when it sends its own
hypercalls towards another OS. And since all OSs start from a shared synchronized time point over
all systems, there must be some hypercalls from which the sender must know its timing information.
Therefore, the analysis would check all local MultiSSEs after the first round for outgoing hypercalls,
and retrieve for each the timing information relative to the starting point. This information is
afterward integrated into the receiver, giving a time range for when it should expect an SP. This
improves the next round of local MultiSSE, reducing the number of AbSSs.

A simple request9answer semantic could be explored in three iterations, in the first iteration,
both hypercall’s timings would be undefined, the second iteration would include timing information
about the request hypercall, allowing to specify when then requester could expect its answer in the
third round. For more complex patterns, it could take even more iterations, but each intermediate
represents a valid model of the whole system.

One disadvantage is that the first iteration of the algorithm might include too many hypercalls,
which interrupt the local control flow, requiring many states, and resulting in an exponentially
growing analysis time. Furthermore, some interaction patterns are very hard to find by this variant,
for example, cyclic patterns might not converge, leading to varying results between different
systems. For the implementation of this variant, mainly only post9processing of the resulting MSTG
is needed to extract the timing information, making it the easiest to implement.
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3.2.3 Variant 3 - Hypervisor as OS-Model

Like the first two variants, the third variant does not directly modify the MultiSSE, instead, it
adds an additional layer to process AbSSs as a hypervisor. In the original algorithm, all AbSS
inherit from the abstract class OSBase, which defines the operations for simulating the execution of
AbSSs. The signatures of the relevant functions for this are shown in Listing 3.1, with the purpose
of get_initial_state, interpret, and schedule for control flow manipulation already explained
in Section  2.3.3. This set of functions allows the OS9independent model, but requires an OS9
specific OS9Model for implementation. This variant adds a Xen9specific model as an exemplary
hypervisor model, which is able to process multi9OS AbSSs by splitting states into OS9local states
and forwarding them into their OS9specific model.

1
2
3
4
5
6
7
8
9
10
11
12

class OSBase:
  @classmethod
  is_syscall(cls: class, function_name: str) -> bool
  
  @staticmethods
  get_initial_state(cfg: CFG, inst: Instances) -> AbSS
  get_cpu_local_contexts(context: dict, cpu_id: int, ...) -> dict
  get_global_contexts(contexts: dict, ...) -> dict
  
  @staticmethods
  interpret(cfg: CFG, syscall: str, state: AbSS, cpu_id: int, ...) -> list[AbSS]
  schedule(state: AbSS, cpus=None: list[int]) -> None

Listing 3.1 – Signatures of OS9specific functions in ara/os/os_base.py (Abbreviated)
After OS9local processing, the states get merged into a shared state again, reusing the idea of variant
1, that the model does not distinguish between two virtualized and two cores on a multicore system.
Only hypercalls are directly interpreted in the hypervisor model, modifying the current AbSS. The
next Section 3.3 will explain this variant in more detail.

This variant corresponds very well to the real system structure, where the hypervisor has the
highest privileged level on hardware and can intercept any instructions that are sent by guests.
Here, every instruction or ABB is first processed in the hypervisor’s OS9Model, and then forwarded
into the respective guest model, if the hypervisor allows it. This allows us to filter out hypercalls
and process them inside the hypervisor model, while leaving system calls to the OS9local model.
But this could be extended later to include other actions or policies, which could be used to provide
verification guarantees. It is very easy, for example, to prohibit a single guest OS to use a specific
hypercall, or even set rules depending on the current context. If one of the rules is found to be
violated in analysis, it could create an error state and show the developer the analysis up to this
point.

Furthermore, hypercalls are only implemented on the hypervisor level, meaning little modifica9
tion is required per OS, allowing to port multiple different OS for this variant. Overall, this variant
was chosen because it combines a good analysis model with reasonable implementation effort.

3.2.4 Variant 4 - Different Interaction Layers

The finale variant’s goal is to model each interaction layer separately, by clearly separating between
local calls, cross9core system calls and cross9OS hypercalls. Like the MultiSSE uses the SSE as long as
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no outside interaction takes place, another layer could be added around the MultiSSE for hypercalls.
This means each OS would run in local MultiSSE until a cross9OS hypercall is found, after which a
hyper9synchronization9point is built, and a hyper9SPS is performed.

The image in Figure 3.2 shows this with an example of two OSs: OS-1 consists of two CPU cores
that are first analysed seperatly in the SSE. Once the analysis finds a cross9core systemcall, the
local SSE pauses and the MultiSSE creates a SP. If the system call also affects another OS, the
MultiSSE passes the current AbSS towards the HyperSSE, which then finds an appropriate hyper9SP
with OS-2.

In theory, the implementation of this variant would reuse the code from the current SPS, but in
practice, data structures would need to be rewritten to accommodate different guests and levels.
Further, there is the risk of timing behavior not being modeled correctly when there are two levels
of SPS searching at the same time, resulting in hard9to9track edge cases where the model would
not match reality.

This layered approach would be well9suited to be extended towards other interaction patterns,
meaning it could also be used for two virtualized systems that are connected by another commu9
nication interface. But because of its complex implementation, it remains for future work, even if
it contains the theoretical best model.

3.3 HyperSSE: Implementing the Xen OS-Model
The following section describes the implementation of the third variant into the ARA framework.
This requires modifications to ARA’s overall sequence, its underlying data structures, as well as the
new Xen OS model and changes to the models of guests OSs. Further, testcases and an automatic
test9pipeline are developed to verify and debug the ongoing development, using the existing meson
build system [Pak25].

Step Language Description
IRReader C++ Load and parse source code into project
SVFAnalyses C++ External valueanalysis framework, creates CFG
LoadOil Python Autosar exclusive step for loading OS config
ZephyrThreadEntry C++ One of multiple Zephyr exclusive setup steps
SysFuncts Python Finds system calls from CFG
SVFReset C++ Workaround for allowing multiple SVFAnalyses
HyperSSE9Step Python Managment step to aggreate data from guest OSs
MultiSSE9Step Python Creation of Multicore State Transition Graph
Printer Python Lable and print the graph datastructes as dotfiles

Table 3.1 – Selection of ARA steps, new steps are highlighted in green
ARA consists of sequential so9called steps, with each step either processing data or performing an
analysis algorithm. All steps are connected by a shared global data structure called graph, which
transfers information between steps. It contains graph objects from the graph9tool library [Pei14],
for example, the current CFG and the MSTG/Hypervisor State Transition Graph (HSTG). Steps
are either written in C++ for faster performance or in Python for easier implementation and
development speed, but both kinds of steps are seamlessly combined thanks to the Cython compiler
framework [Beh+11] and data structures that are accessible from both languages.
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Following the HyperSSE sequence from top to bottom, Table 3.1 lists the most important steps,
with every step until the vertical line being performed for each guest system. Most test cases undergo
between 80 to 100 steps if they iterate multiple guests, while over 80 different steps exist in ARA.

3.3.1 Analyzing Multiple Operating Systems

To analyze the interactions between different guest systems, every system’s data must be loaded in
the analysis simultaneously. Of particular interest are the interprocedural CFG and the associated
value analysis, since they are needed to predict the follow9up states in the state enumeration. To not
redesign every single one of ARA’s steps, a separate graph object is created for each guest system
and loaded at the appropriate times in the SSE. An alternative idea was to serialize the graph from
each guest, which would also be useful for debugging, but proved to be difficult to implement with
the data structures of custom graph9tool graphs and Cython.

HyperSSE.min-2.hstg.dot

M5: Dom-0-Zephyr M9: Dom-1-AUTOSAR

Dom 0 Dom 1

State 4
instance: Thread
type: computation
abb: dom-0/ABB1

State 5
instance: B

type: computation
abb: dom-1/ABB0

State 6
instance: Thread

type: syscall
abb: dom-0/ABB3

sys: k_sleep

State 8
instance: Idle

type: idle
abb: None

State 10
instance: Idle

type: idle
abb: None

State 9
instance: B
type: syscall

abb: dom-1/ABB2
sys: AUTOSAR_TerminateTask

Figure 3.3 – HSTG of test case min-2, two guests use one system call and idle afterwards
The newly added HyperSSE�step prepares the list of required steps for each guest OS and afterwards
collects the resulting graph object. This includes OS9independent steps like the IRReader to parse
the LLVM IR code, and OS9specific steps. For example, AUTOSAR’s static configuration files are
parsed to create the static instances graph, while Zephyr uses a different combination of steps to
first find all static instances and then convert them into a graph. At the end, all graphs are stored
in the Xen OS9model and are retrieved when one of the guest models is used in the analysis.

One hindrance for this is the singleton design pattern of the SVF framework in the SVFAnalyses
step, meaning it uses global data structures that only exist once. The framework does not include
the option to cleanly restart its value analysis for another system, requiring a workaround to swap
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its underlying data structures. This is done in the SVFReset step at the end of one’s system analysis;
it stores a new reference to the found data, but deletes the singleton pointer. Later, when the value
analysis needs to find the parameters of a system call, the pointers are restored for that specific
system, and the values are read.

Once all guest systems are prepared, the HyperSSE-Step starts the MultiSSE algorithm with the
newly added Xen hypervisor OS9model. The result, already using the model from the next chapter,
is shown in Figure 3.3: a Zephyr guest on dom90, and an AUTOSAR guest on dom91. The HSTG
looks very similar to Figure 2.9, but is internally a lot more complex, because the analysis transfers
between two different underlying OS models. Another visual difference between the two OS9models
is that AUTOSAR starts its first ABBs zero9indexed as ABB0, while Zepyhr starts its Thread at ABB1.
This is because AUTOSAR only inserts its fake_entry ABB0 when using timing informations, while
Zephyr’s Threads always includes an ABB0.

Furthermore, the SysFuncts step, which is part of the creation process of ABBs out of BBs, also
needs to be modified for the hypercalls in Section 3.3.3. It finds and marks system calls in the CFG,
using the OS specific is_syscall function provided by the OS9model (see Listing 3.1). Because the
HyperSSE hypercalls are implemented into Xen’s OS9model, no OS9specific system call exists in the
local OS’s model, and they were initially not found. For this, a new step option toggles whether
system calls from Xen’s model should be included in the system call search. With this design, each
local system can simulate with the MultiSSE-Step how it would behave in isolation, if no hypervisor
interactions appear, which creates a comparison MSTG and allows to finds edge cases.

3.3.2 Xen OS-Model

The difference from the regular MultiSSE to the HyperSSE is that AbSSs, or OSStates in the imple9
mentation, no longer only contains CPU cores from one OS, but from all guest OSs. This means the
initial synchronized state contains at least one CPU core from each guest, as well as the context
from all guest systems and the hypervisor combined. Merging multiple cores into a multicore state
is already possible, but now requires a more careful management of their included data structures.

The most important data for one OSState is the current ABB of each CPU core, since they indicate
where a state is currently in its control flow. In the MultiSSE, the vertex number in the global CFG
was sufficient, but for the HyperSSE, it also must include which CFG this ABB exists, because no
global CFG exists. Therefore, each part of one OSState that points to an ABB must also contain the
CFGs it belongs to. While most of ARA follows this design, some functions also pass the CFG or the
graph object directly, and do not pull the CFG from the OSState. This resulted in difficult9to9find
edge cases in development.

Figure 3.4 – Merging Zephyr and AUTOSAR singlecore states into one multi9OS9state
Furthermore, the analysis renames CPU cores to be uniquely numbered, while still allowing the
lookup of the original cpu_id in other data structures. In particular, interrupts are complex, since
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they are modeled as virtual CPUs, which also must be renamed. But they originate from the instance
graph, whose indices are from one guest only, and therefore all start with core 0. This process also
includes the resolution of name mangling conflicts, both OS9models include OS9specific data that
was previously unique and global. Moreover, it is possible that two guests share the same name
for their tasks, which is solved by adding their unique cpu_id as a suffix to their context objects.
Figure 3.4 shows this process for two guest’s initial states.

The Xen OS9model merges the two singlecore states into a shared and synchronized multi9OS
state. The CPU from the first Zephyr guest can be added without modification, while the CPU from the
AUTOSAR guest is renamed to CPU-1. What exactly is renamed depends on the guest’s OS9model
move_context function, in the case of AUTOSAR, most context objects change their cpu_id field.

MultiSSE SSE Xen model Zephyr AUTOSAR

MultiSSE SSE Xen model Zephyr AUTOSAR

Split into singlecore states

Zephyr guest

System semantic

schedule/interpret

Update State

loop [until hypercall]

Process second state

AUTOSAR guest

System semantic

schedule/interpret

Update State

loop [until hypercall]

Merge states

Figure 3.5 – Xen’s OS9Model as intermediate layer between the SSE and its guests OS9models
The next important function for Xen’s OS9model is schedule. Because the hypervisor does not
interfere with one’s guest scheduling, multi9OS states can be split into single9OS states from their
respective OSs, and are scheduled according to their local OS9model. Therefore, shallow copies
of multi9OS state that only include context from one OS are generated, and afterward forwarded
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to the guest’s OS9model schedule function. A similar approach is applied for system calls and the
interpret function. First, the Xen interpret function is invoked, which then matches the right OS
from the cpu_id and calls the correct OS9model.

Figure 3.5 demonstrates this sequence in an example, the merged OSState from Figure 3.4 is
further processed by the MultiSSE algorithm from Section 2.3.4. With both systems synchronized
to each other, the analysis splits the state again into the Zephyr and the AUTOSAR guest. Afterward,
both states are individually analyzed by the SSE, but because they are still Xen states, they are
always first processed in the Xen Os9model. Once one system needs a hypercall, the SSE leaves the
local analysis and returns its OSState to the MultiSSE, where a matching state with the other OS is
found via the SPS.

3.3.3 Event Channel Hypercalls

The interesting research question is not to analyze multiple isolated OSs therefore, a synchroniza9
tion mechanism between guests is required. This work models Xen’s event channels to create SPs at
given points of the application’s control flows, but future work could similarly model synchroniza9
tion mechanisms. Since this thesis focuses on the analysis, and not the optimization and synthesis
of an application, it is not feasible to provide a full Xen implementation for all guest OSs. Usually,
each OS would provide its own OS9specific system calls, which wrap around the hypercalls from
and abstract away the currently used domain_ids and ports from the application.

Instead, this work creates a custom list of OS9agnostic system calls that are supported by every
guest system. The analysis assumes that the underlying OS could use the hypercalls from Xen cor9
rectly when they are executed on hardware. The Xen OS9model simulates their behavior, modifying
and synchronizing states accordingly. This abstracts away complex and OS9specific implementation
details between hypervisor and guest OS, that are irrelevant for the interactions between systems.

Listing 3.2 shows the new system calls and their signatures, which are part of a header called
events.h, that every guest system imports. Zephyr furthermore needs to prepend each hypercall
with XEN_, to find them in the SysFuncts step. Lines 11 to 16 sketch an exemplary implementation
in pseudocode, with which an OS9specific implementation could be developed.

An important abstraction of the wrapped hypercalls is how ports are handled. Xen hypercalls
operate on ports that the hypervisor returns from its hypercalls, and the guest’s kernel sends to
the Xen store to allow the next guest’s kernel to find them. For static RTOS, it is easier to directly
link systems by using a bidirectional number, which the wrapper calls channel. Both applications
input the same channel into their wrapped system calls, and their kernel are expected to perform
the actual mapping back to Xen’s ports.

In practice, two guests only need to know their fixed domain_ids and which channel they want to
use. Both bind using the wrapped system calls that include all necessary parameters to identify this
unique event channel. The HyperSSE identifies both partners from the system call’s parameters,
and models their execution. Different variants for actual implementations are possible, which could
further vary between different guest OSs, and for example, use differing mapping schemes.
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   // 1. Create a new event channel
   void wrap_evtchn_alloc_ub(domid_t rem_dom, channel_t chnl, evtchn_cb_t cb);
   
   // 2. Bind to an existing event channel
   void wrap_evtchn_bind_id(domid_t rem_dom, channel_t chnl, evtchn_cb_t cb);
   
   // 3. Send an event on an existing channel
   void wrap_evtchn_send(channel_t chnl) {
   
     evtchn_port_t port = OS-SPECIFIC-MAPPING(chnl);
     struct evtchn_send event;
     event.port = port;
     if (HYPERVISOR_event_channel_op(evtchn_send, &event) != 0){
       // error handling
     }
     // The implementation would return a status code here
}

Listing 3.2 – Wrapper functions for OS9agnostic system calls to Xen hypercalls

Furthermore, the wrapper hypercalls modify the way a guest receives its notifications. Xen uses
the shared_info data structures from Listing 2.1 to check if events are currently masked, and which
channels have a notification pending. Because this depends on the exact OS implementation, the
analysis can abstract this away and only needs to know what changes for the control flow of the
application when an event occurs. Therefore, the hypercalls define a function as their evtchn_cb_t
parameter, which is automatically called by the OS when it receives a notification. The implemen9
tation of the OS then ensures that its interrupt handler jumps to this function when it receives the
event from the hypervisor.

Masking events is also possible within the analysis, but requires further system call wrappers
for masking, unmasking, and polling pending events, since they interact with the OS’s interrupt
handling. The analysis would use its OS9agnostic state9specific context to track which event channels
are masked or pending. Next to this, the analysis could support other event activation methods, for
example, if the OS’s interrupt handler is already fully simulated in the analysis. Theoretically, any
context object could be defined as a cross9OS event if it is correctly implemented by the current
OS9model.

3.3.4 Showing cross-OS analysis

Before discussing and evaluating the HyperSSE in the following chapters, this section presents a
complete analysis of two guests in Figure 3.6: two AUTOSAR guests are virtualized on Xen and
interact with each other using an event channel. Guest A on domain-0 binds an event channel
towards the second guest B on domain-1, and afterward sends its notification, which activates a
new task on B. For this, the analysis synchronizes the control of both guests and finds possible SPs.
Timing information on each ABB guarantees that both guests are bound to the event channel before
the notification is sent. Furthermore, it gives an accurate prediction on when the new Task on B
starts, and in which possible states B is.
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Figure 3.6 – HSTG and CFGs of two AUTOSAR guests that send an event channel hypercall
This example corresponds to a real9world scenario, where A is a safety9critical system that finds an
unexpected value, for example, an abrupt change in engine revolutions. Therefore, it notifies system
B to check its sensors and determines whether emergency procedures are started. The analysis finds
if the notification of A interrupts another process of B, if B is sometimes idle, or if it is guaranteed that
B is idle, which can be used for verification or optimization. In this simplified case, B is guaranteed
to be idle, but the important point is that this could be determined for an arbitrary control flow
of B.

The left part of Figure 3.6 shows the HSTG found by the HyperSSE, while the right section
displays the CFG of guest A on dom90 on the top, and the CFG of guest B on dom91 on the bottom.
They already abstract away the exact source code details, since each ABB could perform local
calculation, access sensors, or log data. Because the CFGs are built separately, ABB names are not
globally unique, and instead always need to include to which CFG they belong. States in the HSTG,
on the other hand, are globally unique in one analysis; the missing numbers (for example States
1-3) are part of the SPs and are displayed differently.

From the inital SP in the topmost left corner, dom90 starts its first ABB from AUTOSAR_TASK_FUNC_A:
ABB1, which is the first ABB in the CFG and therefore also listed in the first AbSS named State-4.
It symbols a setup process that the guest completes in 40 to 50 time units, with the exact appli9
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cation being not relevant for the analysis, because the analysis must only know the possible time
range as BCET and WCET. The local SSE then finds the next ABB named ABB5, which contains
the evtchn_alloc_unbound system call. The analysis uses its parameters to create a context object
that stores the OS9agnostic information, that dom90 created an event channel towards dom91. The
system call returns the control flow to the next ABB, in this case being ABB2, or in the HSTG State-7.
The same process is repeated for evtchn_send and ABB6, but because its parameters target a remote
domain, a SP is requested in the Xen OS9model.

Therefore, the HyperSSE pauses the analysis of dom90 and starts the analysis of dom91 in
order to find an appropriate SP. The second guest performs a similar setup process, but after
the evtchn_bind_interdomain system call ABB6/State-11, its control flow ends. For this, the
AUTOSAR_TerminateTask system call terminates a task and performs a reschedule, which leads to the
idle state in State-13. Crucially, the path in dom91 from State-5 to State-13 takes at most 60 time
units, what is less then the minimal 80 time units from dom90 towards State-8.

With this information, the analysis knows for certain that dom91 will be idle when dom90 sends
the notification, which leads to the activation of task AUTOSAR_TASK_FUNC_B2 in the second system.
This task only contains the ABB2 in State-19, meaning dom91 idles again after the time interval of
the ABB ends. Meanwhile in dom90, evtchn_send finally returns and starts the next ABB of dom90’s
CFG. ABB3 takes another 20 to 30 time units and afterward terminates, finishing the analysis with
dom90 also idling in State-21.

3.4 Discussion
Multi OS Scope
A major challenge of the HyperSSE’s implementation is the extensive scope of the project. Already
performing OS9level analysis for one operating system is a complex process, which requires knowl9
edge about every system call and its possible interactions. It is impossible to fully test one model
for every possible multicore application. Extending the MultiSSE towards multiple OS at the same
time is shown to be possible by this work, but increases the complexity and scope once more. Every
one of the guests OSs models must be working to combine their analysis, which is hard to verify.

One example where this did not work is an issue with function pointers: in AUTOSAR, the
wrapped Xen hypercalls take a void* pointer to bind their target event, which the value analysis
is not able to follow, making it impossible to analyze applications with function pointers. Another
example is one LLVM instruction generated by Zephyr’s OS9model, which prevented other types of
applications from being successfully analyzed and requires very deep knowledge about the specific
Zephyr model, which is outside the scope of this work.

Furthermore, the deeper the connection between different types of guests is, the more benefit
is gained from performing a cross9OS analysis. Analyzing two independent AUTOSAR systems on
one hypervisor is not that different from a separated sequential analysis, but finding interactions
between one time9based critical system and a different event9based noncritical system is innovative.
For this, OS9models map their data onto OS9agnostic data structures, that are comparable between
OSs. However, the more complex an OS is, the more adaptation is required for its OS9model. As
an example, AUTOSAR’s OS9model in ARA consists of around 1300 lines of code, while Zephyr’s
has over 4400 lines of code, and includes a OS9specific interrupts class, which differs from the
OS9agnostic variant used by AUTOSAR. This is because the OS9model of Zephyr [KFL25] directly
executes LLVM IR instructions, and therefore needs a larger code base.
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Legacy ARA data structures
Another issue growing from its large scale is the legacy data structures of ARA, whose design does

not support switching systems. The graph swapping of the HyperSSE successfully solves this issue,
but makes it even more difficult to maintain and extend ARA in the future. Other steps can not detect
when their graph object is exchanged, or if the right CFG is attached to one OSState. While all states
pass their modification via the global graph, steps with substeps, like the MultiSSE, sometimes pass
their full graph object, while at other times, only subobjects are passed. The same issue occurs with
the processing of graph_tool’s graphs, sometimes vertex objects are used as parameters, sometimes
only the integer index of one vertex. This works most of the time, but also conflicts with the unique
index of OSStates, which are different from the index in graph_tool.

A different code structure exists between different parts and projects of ARA, which a complete
rewrite of data structure and parameter passing rules could solve. Performance was not a priority
of this work, but streamlining the data flow would provide plenty of room for optimization.

Inital synchronization point
The current HyperSSE assumes that every guest boots at the same time and starts from a

synchronized state. This is usually not the case for mixed9criticality systems, where small embedded
systems have very quick boot times and also reboot regularly as an error mechanism. For example,
in Xen’s dom0less environments, each guest boots completely independent of other guests. It would
defeat the whole purpose of isolating systems if every guest had to wait for the slowest guest. One
proposed solution is not to start systems at the beginning, but to include fixed time points where
the synchronization is guaranteed. For this, an external clock provides a reference to which all
guests can synchronize. The SPS then calculates the difference to the last known reference point,
instead of using the synchronized start point. This works well for periodic systems, where it does
not matter in which loop iteration one guest is, but only that one message occurs 𝑥 time units after
the last known reference. Alternatively, a separate event channel could be used to transmit a regular
reference time point between all guests.

Missing test applications
It is hard to find open source test applications for embedded systems, because application

code, RTOS, and the corresponding hardware are needed. Furthermore, many applications are too
complex to be used in ARA, since they use not fully implemented features or create visually hard9
to9parse graphs. Applications need to be separated and modified in order to be included in the
HyperSSE, because only the event channel hypercalls are currently supported. As an example for
Zephyr, the sleep system call does not yet work in Zephyr’s OS9model, meaning that it would need
to be manually excluded from the application. In addition, its OS9model only fully supports one
singlecore guest as dom0, and requires a global kernel object.

Interpretation of results
The main output of the HyperSSE is the HSTG, which is hard to analyze and parse. The graphs

grow quickly, becoming incomprehensible for big systems, and making it hard to find potential
optimizations by manually looking at the graph. An automated framework would allow the defin9
ition of certain patterns that could be checked for. For this, a working interface towards the analysis
is required, which could be similar to [DW17], that shows automatic WCET approximation in ARA.
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This chapter describes the evaluation of the previously developed HyperSSE analysis model. The
goal is to show qualitatively that its novel analysis approach works and delivers correct results.

For this, three different testing methodologies are performed: Section 4.1 demonstrates with a
diverse array of test cases that the analysis concludes and handles a wide range of feature and
guest combinations. The second Section 4.2 validates the correctness of the analysis by manually
reviewing selected test cases and verifying their generated HSTG. Finally, Section 4.3 shows a proof
of concept execution of the event channel hypercalls on hardware, and how applications use the
wrapper functions in order to be analyzable in the HyperSSE.

4.1 Automatic test pipeline
The HyperSSE integrates 22 automatic test cases directly into its meson build system. Each test case
represents a Xen hypervisor with one or many guest operating systems, which are consolidated onto
one shared platform. Guest systems are in fixed order, ranging from dom0 up to domN and the OSs
AUTOSAR, Zephyr, and special bare metal applications are currently supported. The build system
supports three ways to start test cases: a) run a single test case using its default configuration, b)
debug a single test case using either a C++ or Python debugger, or c) perform the full test suite,
including the comparison of the generated HSTGs. Because each test case generates multiple graph
files for each guest, a helper script allows filtering for certain graphs of the most recent test case(s).

Before a hypervised system is analyzed, it first gets compiled into LLVM IR. This process depends
on the OS and requires the test pipeline to include build chains from every type of guest OS.
Furthermore, it maps the input and output files between the different subprojects of ARA and checks
if source code files have changes and a full or partial rebuild is needed. At the end, the build system
creates a json step configuration file, which is the input for the HyperSSE, and includes a list of
guest systems and the exact paths of their compiled IR code. In order to automate this process, each
guest system is placed into a separate subfolder of its test case, whose path is included in Xen’s, as
well as the OS specific meson file.

The test pipeline detects two main results from each test case: whether ARA finishes without
critical errors, and if the result differs from previous iterations. Because the HyperSSE uses many
different steps and subsystems, the potential for edge cases is very high. Modifying OS9agnostic
parts of ARA to fix a bug within one OS might lead to different behavior for another OS, making it
necessary to track modifications across all test cases. To automate this, the build system compares
the generated HSTG to a manually marked verified graph, and throws an error if there are
differences.

After the HyperSSE is done, the tester collects statistics about each guest, the resulting HSTG, and
the duration of the analysis. Table A.1 in the appendix shows the results of all test cases, it displays
the number of AbSS and SP, as well as the total number of edges and vertices in the graph. Because
each system call creates two new AbSSs, they act as an indicator of how complex the control flow
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of the guest systems is, while the number of SPs denotes how connected the guest systems are,
since they are created on each send event channel. The less precise the WCET and BCET timing
information are, the more SP are needed for one cross9OS interaction, which is further explained
with an example in Section 4.2.2. Optimizing the duration of the analysis was not a priority of this
work, and was not necessary for the small test cases, which already create very large HSTG.

Table 4.1 gives an overview of the full test suite, it contains four major categories: finding an
initial cross9OS state, performing event channel hypercalls, more complex combinations, and the
bare metal OS9model. The column Timing Information (TI) shows if timing information in the form
of WCET and BCET is included for every ABBs the last column success denotes that the manual
verification of the graph matches the expectation. The full dataset with all found graphs is published
along with this work, most graphs shown in this work include their file name in their image. The
following section discusses notable findings from some test cases:

Testname Guest OSs Description TI Success
min9autosar Autosar, Autosar Load multiple systems ✗ ✓
min9zephyr Zephyr, Zephyr Load multiple systems ✗ ✓
min91 Autosar, Zephyr Load different OSs ✗ ✓
min92 Zephyr, Autosar Load different OSs ✗ ✓
many 6x Autosar Load many systems ✗ ✓
alarm Autosar Verify Autosar alarms ✓ ✓
alarm92 Autosar, Autosar Alarm onto dom1 ✓ ✓
zephyr9sleep Zephyr Sleep syscall issue ✓ ✗
hc9autosar Autosar, Autosar Hypercall Autosar → Autosar ✓ ✓
hc9zephyr Zephyr, Zephyr Hypercall Zephyr → Zephyr ✓ ✓
hc91 Autosar, Zephyr Hypercall Autosar ← Zephyr ✓ ✓
hc92 Zephyr, Autosar Hypercall Zephyr ← Autosar ✓ ✓
hc9autosar9noiit Autosar, Autosar Hypercall Autosar → Autosar without TI ✗ ✓
hc9zephyr9noiit Zephyr, Zephyr Hypercall Zephyr → Zephyr without TI ✗ ✗
pingpong Autosar, Autosar Send bi9directional event ✓ ✓
channels 3x Autosar Test parallel event channels ✓ ✓
sendrecv Autosar, Autosar Two periodic activated systems ✓ ✓
ipi 4x Autosar Port of MultiSSE’s testcase ✓ ✓
automotive91 Autosar, Autosar Bigger application ✓ ✓
automotive92 Autosar x2 Twice the same big application ✓ ✓
bareMetal BareMetal Bare metal OS9model without OS ✓ ✓
hardware BareMetal, Zephyr Test hypercalls on hardware ✓ ✓

Table 4.1 – Set of automatic test cases
The first five test cases min and many contain different combinations of guests and already show how
many different guest combinations are possible when the order of guests matters. Most difficulties
originated from Zephyr’s singlecore OS9model, which led to bugs when running Zephyr as the
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second guest on dom1, deviating from its expected id 0. Nevertheless, multicore Zephyr guests can
now be emulated as multi9OS singlecore systems.

The Zephyr-sleep test case shows the already described bug in Zephyr’s OS9model that is out of
scope of this work, but the test case can be used to verify if the bug still persists. The two alarm test
cases are concerned with ARA’s way of handling interrupts and periodic alarms; both are mapped
as virtual CPU cores, which means in the context of the HyperSSE, as separated domain IDs. This
requires additional processing in the get_initial_state phase of Xen’s OS9model, but appears to
work on all tested scenarios, and enables alarms to be used in more complex cases like automotive-1.

The second set of test cases uses the implemented Xen event channel hypercall wrappers to send
notifications between different guests and OSs. It shows that AUTOSAR and Zephyr are both able
to create an event channel and send and receive events on it, independently of who is in domain
0 or 1. In all four scenarios, the HSTG matches the one from Figure 3.3, with one exception being
if a Zephyr guest receives an event channel. The analysis successfully creates the SP and finds the
correct ABB, but an internal cache in Zephyr’s model appears not to be updated correctly. This
means that the analysis schedules an invalid state at the last rescheduling of the analysis, and does
not find that the system is in a valid state after terminating its last task. A similar issue appears in
the hc-zephyr-noiit test case, which helps to find potential edge cases, since it considers additional
SP that should not be possible from the application’s design. Because the issue is not only about the
final idle ABB, no successful HSTG is found in this test case.

The third set of test cases are handcrafted larger systems: pingpong tests if event channels can be
used bidirectional, meaning that one channel is used from guest to notify the other. channels verifies
multiple parallel event channels and shows that their channel_ids are resolved correctly. sendrecv
creates a complex scenario between two guests that are both activate by a periodic counter, it is
explained in more detail in Section 4.2.3. ipi is from an existing MultiSSE test suite, it contains
several ActivateTask across multiple cores, which is transferred to multiple single core systems that
send cross9system notifications.

automotive-1/2 is based on the research paper [KZH15] on the size and structure of real9world
automotive applications. It does not include actual computation examples, but the frequency of
tasks, which is shown to be analyzable using the HyperSSE for a small system. automotive-2 further
tests another edge case, what happens if two times the guest system is combined in the analysis,
which creates more edge cases.

The final two test cases contain bare metal applications without an OS and system calls, that are
also analyzable in the HyperSSE. The first one validates that ARA finds the correct CFG and that
the state enumeration works. hardware shows two applications that use the wrapped hypercalls and
are fully executable on hardware, which explains Section 4.3.

4.2 Detailed graph discussion
While every test case is manually verified for correctness, the following topics are particularly
interesting and were reviewed in more detail. Section 4.2.1 proves that the HyperSSE is able to
analyze multiple parallel systems, and further, it shows the possibility of converting multicore into
singlecore applications. The next Section  4.2.2 evaluates the impact of TI for the analysis and
discusses exponential state growth. Section 4.2.3 shows the most complex test case, consisting of
two guests that perform each a periodic task. It revealed an existing issue on how the HyperSSE
handles fake interrupt cores for periodic task activation.
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4.2.1 Compare MultiSSE to HyperSSE

The goal of this section is to rebuild a multicore system using singlecore guests of the same OS. The
HSTG of such a hypervised system should look very similar to the MSTG of the multicore system,
with the only difference being that cross9core ActivateTask system calls are replaced by cross9OS
event channel notifications that also start a task. With the applications being equal, any differences
in their state transition graphs indicate an issue in the HyperSSE’s implementation, which would
require further debugging. This process helped to find multiple bugs regarding ARA’s fake interrupt
CPUs, since they modify the number of parallel systems.

As an example, Figure  4.1 shows the test case alarm-2 in more detail: the left image is the
multicore variant, it consists of two CPUs and a periodic alarm, that restarts the second CPU every
1000 time units. Its first CPU performs a local ChainTask system call, meaning it starts another task
on the same CPU after the first one ends.

The right graph of Figure 4.1 shows the same system, but split up between different AUTOSAR
instances. This means that the application’s code is separated into two files, each of which is treated
as a full guest system. The resulting HSTG therefore no longer includes CPUs, but different Xen
domains. Nevertheless, the analysis finds the same sequence of AbSSs, showing that the conversion
from multicore to singlecore systems was successful.

This process could be used to migrate multicore applications that need some cross9system inter9
action, but also benefit from the better isolation of the hypervisor.
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Figure 4.1 – MSTG and HSTG of equivalent multi/hypervisor systems
The same result is achieved for the more complex ipi test case, which also uses event channels
to send remote ActivateTask system calls. Theoretically, it is also possible to perform a remote
ChainTask system call, but this requires a custom event handler on notifications, for which currently
only a basic mapping to task/thread activation exists. Figure A.1 and Figure A.2 in the appendix
show the full graphs for reference, which are semantically the same. One necessary distinction is
that the hypervised platform needs to create the event channel on the sender and the receiver,
which requires another setup task on every system, while the multicore system can directly call
another CPU.
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4.2.2 Timing Information

This section compares hc-autosar, the test case from Section 3.3.4, with the hc-autosar-noiit test
case, which both contain the same two AUTOSAR guests and use an event channel hypercall. Their
only difference is that hc-autosar contains WCET and BCET timing information on each ABB, which
the analysis uses to improve its SPS.

Figure 4.2 shows the HSTG of hc-autosar on the top half, where the green computation AbSSs ⬬
include TI information, and hc-autosar-noiit on the bottom half, where no timings are known to
the analysis. As an example in hc-autosar, State-4 of dom0 is expected to take between 40 and 50
relative time units, which is longer than State-5 from dom-1, which takes between 20 and 30 units.
In a real9world example, the developer measures how long the CPU takes to compute for the given
ABB, and then annotates the resulting interval into the source code.

hc-autosar depicts the expected behavior, guest A from domain 0 creates a new event channel and
sends a notification. The second guest B binds to the channel and afterward receives the notification
and starts its interrupt task IR. The TI gives the analysis the guarantee that only one SP is possible,
because B’s WCET control flow takes less time than A’s BCET, meaning B is always in State-13 for
the SPS.

This is not the case in hc-autosar-noiit, where the SPS creates three SPs as partner states
for dom-0′s State-8. When guest A sends the notification, then guest B can be in three potential
situations:

1. Idle (left9most SP): after the setup task and idle waiting for the events
2. Pre-Bind (middle SP): still in the setup task before its OS knows about the event channel
3. Post-Bind (right9most SP): in the setup task, but after the bind hypercall

The first case is the ideal scenario, in which the event channel works as expected. The second case
shows the scenario where the notification is lost, because B is not listed when A sends the event
notification. The analysis does not differentiate in which code line guest B is when A triggers the
event, since the event can only be detected by B when it completes the system call in State-10.
This is shown as an arrow in the HSTG, it leaves from State-5 of dom-1, goes to the middle SP, and
returns to State-5. Depending on the goal of the analysis, this case could also be discarded for the
final HSTG if the application is certain that such a sequence is not possible.

A similar control flow appears in the third scenario, the analysis leaves ABB-5 in State-11, is
synchronized to dom-0, and continues ABB-5 in State-33. But because the event channel is already
established, the notification is delivered, and the IR task is executed after the setup task of B ends.
This is only the case because the priority of the setup task is higher than the priority of the IR task.
The analysis assumes that system calls take zero time units, and therefore does not consider that the
event triggers while performing the binding hypercall. It depends on the given OS implementation,
at which point pending events are handled at the end of one system call, or they are missed.
Independently, either the second or the third case must occur.

Analyzing a large system without TI becomes very difficult if all possible interactions are consid9
ered, but it allows testing on how robust a system reacts to unintended behavior. Both the analysis
model and the real9world software should be able to handle edge cases, which can be found by
analyzing possible interaction patterns. Using TI, the HyperSSE can detect possible defective control
flows, for example, that a WCET control flow leads to a situation in which events are missed or
delayed.
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Figure 4.2 – Impact of Timing Information (TI) for the HyperSSE analysis
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4.2.3 Send and Receive Test Case

The sendrecv test case is another example where the HyperSSE using TI detects the properties
of cross9OS interaction. It implements the thought experiment from Section 3.1, combining two
AUTOSAR guests with different activation periods. Guest A sends regular notifications to guest B,
which could signal a new data point that is available for B to process. Because B operates in a less
secure ASIL level, it performs multiple tasks, which means in this case, a periodically activated
local task REG and the event handler IR. The complete HSTG of the application is found in the
appendix as Figure A.3 and Figure A.4. This section uses a reduced depiction focusing on SPs for
better readability.

The idea of this scenario is to explore how the applications behave under different timing
conditions. For this, the evaluation tries different activation periods, and manually compares the
found HSTG. Figure 4.3 shows the first possible activation pattern; each node in the reduced graph
represents a SP between multiple domains, whereby the periodic activation is modeled by another
fake domain sending an AUTOSAR ActivateTask. Starting from the initial SP, both guests are
synchronized with their local activation period, which in this case is 100 and 300 time units.

The red arrow then shows the cross9OS SP, which is triggered by the XES (xen_evtchn_send)
hypercall. The full HSTG contains the exact control flow, but as it is displayed in the reduced and
the full graph, only one SP is needed. This means that the HyperSSE only finds one possible AbSS,
in which guest B can be when the event is delivered. In this case, it is the idle state of B, allowing
the conclusion that B’s lower9priority regular task is never interrupted by the event. Checking the
HSTG also reveals that the regular task does not start without idling after the completion of IR,
guaranteeing an optimal control flow, where REG is not impacted by IR.

HyperSSE.sendrecv-a.hstg.reduced.dot

Dom 0 Dom 1 IRQ_d0 IRQ_d1
ABB1 ABB8 Startup Startup
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⚡ C1.sc

Dom 1 IRQ_d1
ABB1 Loop

⚡ C1.sc

Dom 0 Dom 1
ABB9 ABB6

⚡ C1.sc

XES

⚡ C1.sc

Figure 4.3 – Reduced HSTG of sendrecv9a
Such a kind of finding is very hard to make when the other OS has to be treated as a black box, and
an analyzer needs to overestimate the WCET. The HyperSSE can try different timing ranges and
observe if the desired behavior changes. Another experiment would be to check if the idle time of
B could be used for another task, meaning a higher utilization could be achieved.

The second variant is shown in Figure 4.4, and immediately stands out that the number of SPs
changed. The analysis now includes two SPs for the xen_evtchn_send hypercall, meaning that B
could be in two different states when it is notified. B’s REG task is now interrupted by the event,
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which makes this combination of activation patterns less desirable. Nevertheless, the analysis is
still able to verify that IR is not impacted by the interrupt. This can also be known from the task
priority configuration of B, but might not be so easy to see in a larger application. sendrecv-b uses
an activation interval of 100 time units for both guests, creating a conflict in B, when the task REG
taskes longer then system A needs to send the notification.

HyperSSE.sendrecv-b.hstg.reduced.dot
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Figure 4.4 – Reduced HSTG of sendrecv9b

Originally, the goal was to find another pattern, but there appears to be a limitation on how the
HyperSSE simulates periodic activations. A similar conflict to Figure 4.4 should occur when the
activation interval of A is a multiple of B, because the conflict would occur in a later loop iteration.
It is impossible for the HyperSSE to simulate an infinite number of loop iterations, but to correctly
analyze systems with different activation intervals, it would need to include their relative time
difference. In the first iteration of B, it might not activate at the same time as A, but it could create
an issue in the second one, if B’s activation period is 50 time units, and A’s is 100.

This test shows a current limitation of the HyperSSE, and requires further research regarding
loops with TI.

4.3 Bare Metal Execution
This work does not include a way to compile applications into executables, since different OS9
specific implementation variants for the hypercalls wrappers are possible, and the synthesis of ARA
is quite complex. Therefore, no direct modification or optimization is possible. But both Linux and
Zephyr’s regular build chains support Xen and event channels, meaning that an application can be
analyzed using the HyperSSE, and also executed on hardware.

Because of the hypercall wrappers, the analysis does not need to fully understand how the OS
handles the Xen hypercalls internally. Linux uses ioctl and file descriptors, which would demand
a very complex OS9model in ARA and break the scope of this work. But neither the application
nor the analysis needs to know what Linux exactly does to establish an event channel; from their
perspective, it is only relevant that the message is delivered to the right guest. All this information
is available as parameters of the wrapper hypercalls, which already satisfy the analysis and allow
it to follow the control flow.
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The application developer uses the wrapped hypercalls, but also needs to provide their system9
specific implementation. In this example, the wrapped hypercalls are defined as user9space
functions that use existing system calls, but they could also be directly included into the OS,
depending on the needs of the given environment. After creating an OS9specific implementation, the
developer would measure the WCET and BCET for each hypercall and annotate it for the HyperSSE.
This test case uses Zephyr’s sleep system calls to give the other system time to connect the event
channel, which results in a very long time range, but can be fully modeled in the analysis, because
the sleep system call is not part of the analysis.

This idea can be combined with a task extraction model like LIME [Bra+25]. Instead of trying
to model the whole Linux kernel, only the activation patterns of tasks are observed. With this
information, it is possible to create a simulated system that only contains application tasks and no
OS9specific system calls, since they are also abstracted away.

To model such kinds of systems, this work defines the BareMetal OS9model. It is very simple
compared to the other OS9models and only includes one singlecore task that calculates one ABB at
a time. This can be seen in the OSState in Figure 4.5, which does not include any context objects
besides the one CPU. Next to the existing Xen hypercalls, it does not define new system calls, even
if it is possible to add any, which could be used to model any additional system9specific behavior.

By parsing function names from its LLVM IR code, events are mapped to changing the control
flow towards a different function, which could perform additional interrupt handling. In the current
form, the return path from the event handler to the previous control flow is not working yet, because
the CFG needs further modifications to include arbitrary functions. This is already implemented
in a very basic form in the newly added ARA step bare_metal.py, that performs a similar role to
AUTOSAR’s LoadOil step.

Figure 4.5 – OSState of an arbitrary bare metal system, it only contains one CPU and its current ABB
The last test case, called hardware, uses Linux as dom0 and sends a notification via an event channel
from a Zephyr guest running on dom1. Xen and both applications are separately compiled and
deployed onto a Raspberry Pi; afterward, the applications are started and bind to the shared event
channel. The Linux application forks into another thread that listens to the channel and prints a
message on success.

Using fork is one possible OS9specific implementation variant, which is completely transparent to
the analysis, as long as the environment of the application guarantees that the right control flow is
activated on the event. This example demonstrates that the wrapped hypercall mechanism works.
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C ONC LU SION 5
Increasingly more powerful and connected hardware presents new design opportunities for
embedded real9time systems. Consolidating systems and resources increases utilization and gives
development flexibility, while static partitioning hypervisors do the opposite and enforce barriers
between guest systems. To fully leverage the potential of embedded virtualization, software devel9
opment requires innovative analysis tools that are not confined to one single OS.

This thesis implemented the HyperSSE static analysis framework, enabling the automatic analysis
of multiple connected hypervised systems. Using existing tools from the ARA framework, it parses
control flows from different OSs into one unified OS9agnostic state model. This shows that the
simultaneous analysis of different guests in a shared hypervisor is possible, and that one combined
process delivers the potential for interaction verification and optimization.

The HyperSSE traverses different interaction layers in real9time embedded systems, following
one guest’s control flow from local calls, towards OS9specific system calls, and into the
platform9wide hypervisor. For this, it reuses the synchronization point search algorithm from the
MultiSSE [EFL23], which allows the analysis to find possible interaction points between guest
systems. Given WCET and BCET information, it determines in which states a receiving system could
be when it is notified by another system at a fixed time point.

By defining an OS9independent wrapper for Xen event channel hypercalls, this work utilizes
cross9OS notifications between different guests, which allows for changing the control flow of
other guest systems. It provides the foundation to later extend this model towards other explicit
communication mechanisms. Separating the internal hypervisor analysis model from OS9specific
ones enables portability for further OS9specific models, and presents the opportunity to define
validation checks at either OS or hypervisor level. If the analysis detects an illegal condition, for
example, that a certain control flow leads to a missed notification, the developer could modify one
of the guests to achieve a different behavior.

The result of the analysis is a graph of all possible AbSSs of every guest system. This HSTG shows
every guest’s system calls and tracks the condition of operating and hypervisor9specific objects like
active threads and event channels. With this information, future research could monitor resource
access patterns between different guests and achieve higher utilization in consolidated hypervisor
systems. Furthermore, the analysis is able to better quantify the jitter between WCET and BCET
execution time, since it also includes the complete control flows from other systems, instead of
relying on worst9case approximations. This is crucial for mixed criticality systems, where guests
originate from different developers and might include other activation patterns. The greater the
analysis knowledge about each system of the larger platform is, the better it can be optimized and
tailored towards its exact requirements.

In the evaluation of the HyperSSE, different test applications were analyzed and checked for
potential logic deviations in their generated HSTG. They encompass different combinations of
AUTOSAR, Zephyr, and bare metal systems without an OS, that were successfully analyzed and
audited for correctness. While limitations in Zephyr’s OS9specific analysis model persist, cross9OS

43



5 Conclusion

notifications can be sent and received by all guest types, using the OS9agnostic hypercall wrappers.
It showed that multicore systems can be recreated by combining singlecore guests on a shared
hypervisor, and gives an example of the significance of timing information in modeling complex
interactions. All test cases form an automatic test pipeline, which also allows detecting reappearing
bugs in further development. As a proof of concept, a final test application provides an exemplary
implementation of the wrapped event channel hypercalls between a Linux and a Zephyr guest,
which is both analyzable and executable on ARM hardware.

Within future work, there are multiple directions to extend the HyperSSE: adding additional
hypercalls and cross9OS interactions, integrating further OS9specific features like interrupt handlers
into the analysis, or expanding the set of possible guest systems and applications. Technically, it
is also possible to add hypervised multicore systems, where multiple CPUs belong to one domain
and OS.

Furthermore, the hypervisor OS9model and hypercalls could be implemented into the synthesis
of ARA, creating an automatic building, analysis, and optimization tool chain. In this multistep
pipeline, each application is first analyzed by the language9specific compiler, then tailored towards
its exact operating system using the MultiSSE, and finally adapted towards its interaction patterns
by the HyperSSE. Each layer explores different techniques for verification and optimization,
resulting in a perfectly tailored group of systems that maximizes safe resource usage.
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A PPE N DI X A
Testcase Finished Compared AnalysisDu-

ration[s] #LocalAbSS #SP #Edges #Vertices

alarm True correct 2.78 7 3 29 13
alarm92 True correct 3.92 12 3 40 19

automotive91 True correct 10.22 174 7 424 186
automotive92 True correct 7.48 98 5 240 108

channels True correct 4.68 43 11 144 63
hardware True correct 2.92 16 3 43 24

hc91 True correct 4.46 13 3 38 20
hc92 True correct 4.89 13 3 38 21

hc9autosar True correct 3.37 14 3 40 21
hc9autosar9

noiit True correct 3.44 16 7 66 27

hc9zephyr True correct 5.92 12 3 36 20
hc9zephyr9

noiit True no9target 4.95 16 7 64 30

ipi True correct 4.28 36 7 106 51
many True correct 4.62 18 1 42 26
min91 True correct 3.09 6 1 14 10
min92 True correct 3.34 6 1 14 10

min9autosar True correct 2.29 6 1 14 10
min9bm True correct 1.7 11 1 23 14

min9zephyr True correct 4.2 6 1 14 10
pingpong True correct 3.47 18 5 58 28

sendrecv9a True correct 5.05 26 7 92 39
sendrecv9b True correct 5.13 28 9 109 43

zephyr9sleep True no9target 2.83 5 1 11 8

Table A.1 – Result of HyperSSE’s test pipeline
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Figure A.1 – MSTG of a multicore system using cross9core system calls
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HyperSSE.ipi.hstg.dot
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Figure A.2 – HSTG of group of hypervised singlecore systems using Xen hypercalls

xxv



A Appendix

HyperSSE.sendrecv-a.hstg.dot

M7: Dom-0-AUTOSARM13: Dom-1-AUTOSAR M18: Dom-2-IRQ(dom-0)M23: Dom-3-IRQ(dom-1)M30: Dom-0-AUTOSAR

Dom 0 Dom 1 Dom 2 Dom 3

State 4
instance: SETUP
type: computation
abb: dom-0/ABB1
bcet/wcet: 40/50

State 5
instance: SETUP
type: computation
abb: dom-1/ABB8
bcet/wcet: 20/30

State 6
instance: IRQ_C1
type: computation
abb: dom-0/Startup

State 7
instance: IRQ_C1
type: computation
abb: dom-1/Startup

Dom 0 Dom 2

100000 - 100000

Dom 1 Dom 3

300000 - 300000

State 8
instance: SETUP

type: syscall
abb: dom-0/ABB5

sys: XEN_wrap_evtchn_alloc_unbound

State 9
instance: SETUP
type: computation
abb: dom-0/ABB2
bcet/wcet: 40/50

State 10
instance: SETUP

type: syscall
abb: dom-0/ABB4

sys: AUTOSAR_TerminateTask

State 11
instance: Idle

type: idle
abb: None

State 38
instance: SEND

type: computation
abb: dom-0/ABB9
bcet/wcet: 20/30

State 40
instance: SEND

type: syscall
abb: dom-0/ABB11

sys: AUTOSAR_TerminateTask

State 12
instance: SETUP

type: syscall
abb: dom-1/ABB12

sys: XEN_wrap_evtchn_bind_interdomain

State 13
instance: SETUP
type: computation
abb: dom-1/ABB9
bcet/wcet: 20/30

State 14
instance: SETUP

type: syscall
abb: dom-1/ABB11

sys: AUTOSAR_TerminateTask

State 15
instance: Idle

type: idle
abb: None

Dom 0 Dom 1

State 35
instance: REG

type: computation
abb: dom-1/ABB1
bcet/wcet: 50/100

State 36
instance: REG
type: syscall

abb: dom-1/ABB3
sys: AUTOSAR_TerminateTask

State 39
instance: IR

type: computation
abb: dom-1/ABB6
bcet/wcet: 10/20

State 42
instance: IR
type: syscall

abb: dom-1/ABB7
sys: AUTOSAR_TerminateTask

State 17
instance: IRQ_C1
type: computation

abb: dom-0/Cycletime
bcet/wcet: 100000/100000

State 18
instance: IRQ_C1

type: syscall
abb: dom-0/C1.sc

sys: C1.sc

State 16
instance: IRQ_C1
type: computation
abb: dom-0/Loop

State 19
instance: IRQ_C1
type: computation
abb: dom-1/Loop

State 20
instance: IRQ_C1
type: computation

abb: dom-1/Cycletime
bcet/wcet: 300000/300000

State 21
instance: IRQ_C1

type: syscall
abb: dom-1/C1.sc

sys: C1.sc

State 27
instance: SEND

type: computation
abb: dom-0/ABB8
bcet/wcet: 20/30

State 28
instance: SEND

type: syscall
abb: dom-0/ABB12

sys: XEN_wrap_evtchn_send

Dom 0 Dom 2

20 - 30

Dom 1 Dom 3

300000 - 300000

Dom 0 Dom 1

99970 - 99980

Figure A.3 – Full HSTG of send9receive example A
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Figure A.4 – Full HSTG of send9receive example B
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