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Abstract

Computer systems are increasingly bottlenecked by memory
performance. A common OS operation is page-frame zeroing:
to prevent data leakage, the kernel must initialize pages
before exposing them to user mode, consuming compute,
bandwidth, and energy resources.

McZero replaces eager zeroing by the CPU with a lazy
approach that merely marks pages as zeroed and lets the
memory controller return zero bytes on first access. Our
implementation leverages the LPDDR6 metadata feature,
exposed to the OS for storing these marks.

Using gem5 to emulate an ARMvS8 system with LPDDR6
running Linux 6.18, we show that the zeroing time and en-
ergy for a 2 MiB page is reduced by more than 95 percent.
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1 Introduction

Over the past decades, particularly with data-intensive Al
workloads, computer systems have increasingly hit the mem-
ory wall [3, 17]. Beyond performance, the memory subsystem
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Figure 1. Flamegraph [4] (x: time share, y: call stack) of the
Linux page-fault handler allocating a 2 MiB page: zeroing
takes 91% of the execution time.

also accounts for a large share of system energy consump-
tion [11], with some studies attributing over half of total
system power consumption to data movement alone [1].

A particularly costly, yet unavoidable, form of data move-
ment is memory initialization. Page frames must be initial-
ized with zeroes before handing them to user processes. In
Linux this has already become a major bottleneck (Figure 1):
Zeroing alone accounts for 91 percent of the page-fault han-
dler’s execution time when provisioning a 2 MiB huge page.

By default, the Memory Controller (MC), which implements
the selected memory standard, merely receives a stream of
requests and is unaware of concepts such as pages. Exposing
selected OS semantics to the MC therefore offers an oppor-
tunity to improve memory maintenance at little additional
cost. The recently introduced LPDDRG6 [5] standard features
a 16-bit metadata field per 32B burst (smallest accessible
unit of memory), transferred inline with every memory ac-
cess and freely usable by the MC for host-defined purposes.
We exploit this LPDDR6 feature to implement lazy zeroing.
Rather than writing zeroes explicitly, the MC marks memory
as zeroed in metadata, allowing a single LPDDR6 write to
cover multiple bursts. This reduces memory-bus traffic, CPU
utilization, and energy consumption while freeing resources
for concurrent workloads.

In particular, we claim the following contributions:

e We design McZero — a MC-based lazy zeroing approach
built upon the LPDDR6 metadata feature.

e We implement and evaluate (gem5/Linux) McZero in terms
of runtime and energy demands with microbenchmarks.
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2 Background and Related Work

In this section, we outline necessary fundamentals on OSs
and DRAM architectures as well as the related work.

2.1 Operating Systems

Contemporary operating systems manage physical memory
through paging, typically at 4KiB granularity. The 4 KiB
page frame is the basic management unit for user memory,
kernel memory, page cache, and I/O buffers. Paging also
enables virtualization techniques such as demand paging and
Copy-On-Write [12], delaying memory provisioning until
needed. For user space programs, larger 2 MiB huge pages
reduce address-translation overhead for large contiguous
allocations. They can be requested explicitly by applications
or provided transparently by the kernel.

Linux manages physical memory via a buddy allocator
that tracks free regions in orders 0 through 10, where each
order n represents blocks of 2" base pages. Allocations po-
tentially accessible by user space are zeroed on allocation,
although some pages, such as file-cache pages, will be over-
written immediately. Two boot-time options enforce uncon-
ditional zeroing: init_on_free clears pages upon return to
the allocator, preventing leakage through use-after-free bugs,
while init_on_alloc zeroes every page at allocation time re-
gardless of intent. Most Linux distributions enable the latter
by default. If both options are enabled, init_on_free takes
precedence and pages are not zeroed on allocation.

2.2 Memory Subsystem Architecture

Traditionally, memory subsystems are organized hierarchi-
cally. At the bottom, a main memory, typically DRAM, serves
as the base of the hierarchy. As DRAM is a rather slow but
scalable technology, faster but smaller SRAM-based caches
are placed between the CPU and the main memory. Actual
memory accesses thus only occur in the case of a cache miss
or when writing back a dirty Cache Line (CL) on eviction.

While the CPU sees DRAM as a linear address space, it
internally is constructed in a highly hierarchical fashion.
At the lowest level, single-bit memory cells are organized
into (sub)arrays. An array is accessed row-wise, with one
row typically being 1KiB to 4KiB in size. The row is further
divided into columns, where one column corresponds to the
smallest accessible unit (e.g., 32 B for LPDDR6), which is
transmitted over the data bus in the form of a burst. Note
that per memory array, only one row may be used at a time
and switching rows is costly.

As the size of a write request may be smaller than a
burst access, most DRAM implementations further support
masked writes. Here, dedicated pins allow for the masking
of bits by internally disabling the corresponding data lines.
The excluded bytes are thus not written to the array and
remain unchanged.
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To introduce degrees of parallelism, arrays are organized
in multiple banks, sharing the same data bus. Larger mem-
ory requests can be interleaved to different banks at burst
granularity to achieve higher throughput.

It is the responsibility of the MC, typically integrated in
the CPU, to orchestrate the physical DRAM with its timing
constraints and to perform the mapping from the CPU’s phys-
ical memory addresses to banks, rows, and columns. This is
a key optimization point for the design of high-bandwidth
memory subsystems [7, 13].

Furthermore, DRAM can be organized in multiple chan-
nels, each allowing for completely independent access fea-
turing separate data buses and MCs.

2.3 LPDDR6 Standard

LPDDR is the commonly used DRAM standard for mobile
systems with LPDDR6 being introduced in July 2025 [5].
LPDDR6 memories are organized in 64 addressable columns
with the number of rows and banks being dependent on
the memory size. Each LPDDR6 burst access consists of 288
bits, of which 256 bits are data and 16 bits are used for link
protection or Data Bus Inversion (DBI). The remaining 16
bits are available for metadata — a new feature introduced
by LPDDR6 to be used by system architects. Note that by
default the metadata fields remain internal to the MC and
are not exposed to the CPU.

Internally, the metadata is stored in the last 4 of the 64
columns of a row. A non-linear address mapping thus has to
be applied in order for consecutive data accesses to skip the
metadata columns. However, upon a read request, the corre-
sponding 2 B of metadata are not read directly from the array
but from a 32-byte-wide bank-local metadata register. The
MC has to ensure that the register holds the corresponding
metadata on every access. An overview regarding the place-
ment of the metadata registers in relation to the memory
banks, metadata columns and the MC is shown in Figure 2.

2.4 Related Work

In [8], the authors propose (MC)?, an extended MC for lazy
memcpy operations. The basic idea of removing a layer of
abstraction between the OS and HW memory management
is closely related to our idea. However, in this work, we
focus on exploiting features in the LPDDR6 standard, thus
proposing extensions not requiring fundamental changes to
an existing LPDDR6 MC, while (MC)? proposes complex MC
extensions not found in real-world hardware. Bulk memory
operations have also been implemented by others in the
memory controller [6, 18] or by using Intel DSA [2, 9], but
without omitting the actual data transfer via the memory
bus. RowClone [14] implements memory initialization inside
the DRAM chip by cloning a preinitialized zero-row via the
row buffer without external data transfer, but requires small
changes to the actual DRAM silicon.
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Figure 2. LPDDR6 memory structure, including metadata
registers. The metadata region in the array is framed in red.

In [10], the authors propose software-only lazy zeroing
for the context of secure containerization, maintaining lists
of pages to be zeroed instantly versus zeroed lazily on the
first access by a virtual machine.

LPDDR6 metadata has further previously been used to
house cache tags and validity bits for LPDDR6 memory used
as a cache for high-capacity non-volatile memories [16].

3 Towards Efficient Zeroing

The main idea of McZero is to mark memory as zeroed in the
metadata field of the corresponding LPDDR6 burst instead
of actually writing zeroes. During normal operation, a CPU
always reads and writes data as whole CLs. Depending on its
internal architecture, a CL exactly matches or is a multiple
of the memory’s burst size.

3.1 MC Adaptations

On read access from the CPU, the MC requests and receives
the data alongside its metadata. If the burst is marked as
zeroed in the metadata, it discards the actually transferred
data and returns zeroes instead. On write access, the corre-
sponding metadata flag is cleared so that the actual data is
read next time.

For our approach, we expose the metadata address space
to allow the OS to trigger page zeroing by explicitly setting
the corresponding bits. We thus require two non-linear ad-
dress decoders, one for the data and one for the metadata
region. By explicitly mapping the metadata to the end of the
address space, applying an offset of (60/64) - memSize, we
can select the correct address decoder based on the address.
An overview of the suggested MC is depicted in Figure 3,
which is explained in the following.

3.1.1 Read Access. In line with the LPDDR6 standard,
managing the metadata register is handled transparently by
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Figure 3. An overview of the proposed MC.

the MC. Upon a read request, once the target bank is ready
and the request is selected by the scheduler, the MC checks
whether the metadata register of the target bank currently
contains the associated metadata. If this is not the case, a
command to write back the metadata register into the array
in case it is modified is created, followed by a command
to read the correct data from the array and store it in the
register (3. Note that these commands do not contain nor
return any data (1). They have to be issued before the asso-
ciated data read B), which is held back until the metadata
read is completed (O. Once the read request is served by the
LPDDR6 memory, it reaches the memory with the associated
metadata along its payload. We thus check whether the asso-
ciated bit in the metadata indicates that this request is to be
zeroed to either return zero bytes or the payload retrieved
from the array to the frontend @.

3.1.2 Write Access. Analogously to a read request, upon a
write request, the status of the metadata register at the target
bank is checked with potential metadata writes and reads
issued before writing the payload @) ®) (©O. However, here,
the MC has to create metadata to forward to the LPDDR6
alongside the payload. For this purpose, writing the metadata
is interpreted as a masked write with only the zeroing bit
corresponding to the payload being reset in the register,
ensuring not to destroy the remaining metadata. As a write
request does not return with any payload, there is no zero
bit to be checked and the response is forwarded directly (D).

3.1.3 Explicit Metadata Write. A special case arises for
write requests explicitly targeting the metadata area. While a
metadata write does require metadata itself, we must ensure
consistency with the metadata register. For this, the MC
writes back the metadata register to the array and ensures
that it is reloaded on the next regular memory access.

To ensure that zeroing is irrevocable, explicit metadata
writes to the memory array are masked, effectively resulting
in a bitwise-OR operation. Note that masked write requests
do not require adjustments to the controller, but are already
provided by the LPDDR6 standard.
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3.2 Metadata Encoding

For each LPDDR6 burst access, a single bit in the metadata
field is sufficient to identify whether to return the retrieved
or the zeroed data. As the coupling between a memory region
and the associated metadata region is not enforced by the
memory but handled by the MC, we can increase the packing
density compared to a naive implementation. Conceptually,
we can use a single 16-bit metadata field to hold the zeroing
state for up to 16 burst requests, i.e., the metadata register
containing the state for 256 requests. Since an explicit meta-
data write contains 32B of data, a single metadata write
request thus allows for the zeroing of 256 - 32 B = 8 KiB of
data, while further requiring fewer reloads of the metadata
register compared to a naive implementation.

However, while the MC determines which content the
metadata registers should hold, metadata is always retrieved
from the register at the same bank and channel targeted
by the input address. Therefore, depending on the address
mapping, consecutive metadata bits do not necessarily target
adjacent data from a CPU’s point of view. Channel and bank
bits are typically mapped lower than the column bits to
exploit parallelism and bank interleaving.

Independent of the address mapping, the mapping from a
physical memory address targeting row i and column j to
row i’ and column j’ containing the corresponding 32 B of
metadata the register needs to hold is performed as follows.

I=(i-64)+j

i’ =[(1/256)/4]
j' = ((1/256) mod 4) + 60

m =|1/16] mod 16
z=1mod 16

Note that for LPDDR6, the number of columns is always 64,
with the last 4 columns being reserved for metadata. The
target channel and bank of the metadata location remain
unchanged compared to the input address.

Within the 32 B metadata register, field m is the corre-
sponding 16-bit metadata and bit z indicates the zeroing
state.

3.3 Operating System Integration

An OS has two tasks for enabling the metadata-based zeroing:
(1) implementing the interface and (2) ensuring consistency
with the CPU caches.

3.3.1 Interface. The interface is practically raw access to
the exposed metadata. The MC provides access to the system
memory as two consecutive memory mappings. The first
15/16 are plain data, the second 1/16 is the metadata. Writing
a 1 to the metadata will cause the corresponding data burst to
be read as zeroes until the bit is cleared by writing data. Note
that the zeroing is irrevocable. Writing a 0 to the metadata
is ignored by the MC and therefore has no effect.

While the MC allows zeroing as fine as a single burst, OSs
manage memory on the granularity of pages, which is the
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smallest unit that can be individually mapped by the MMU.
The common case is to clear a page before handing it out to
an application to prevent information leaks. Therefore, we
only consider zeroing granularities of at least a single page,
which on ARM64 can comprise 4 KiB, 16 KiB, or 64 KiB. For
our implementation, we stick to 4 KiB because it still is the
most common size across architectures and also is the worst
case for our approach.

For clearing a whole page, the OS must individually map
each of the 128 bursts to their corresponding metadata bits,
which requires knowledge of the underlying address map-
ping. Our evaluation system uses the mapping shown in
Sec. 4.1, including bank and channel interleaving.

A page translates to 12 bits of addressing width. The low-
est 5 bits fall into a single burst. Bits 5-9 ultimately decide in
which bank an access ends up. As a result, only every 32nd
burst ends up in the same bank, so for a 4 KiB page we have
four bursts (bits 10-11) per bank. To not further increase the
write amplification, the MC arranges the metadata bits, so
that adjacent bursts from a bank’s point of view, are also
adjacent bits in the metadata. Considering the natural align-
ment of pages, the four metadata bits per bank fall into the
same metadata burst. Finally, our approach can reduce the
written data by a factor of 4 when zeroing a single page.

However, our approach scales. Due to the dense encoding,
we can zero more memory than just 4 KiB at once with the
same effort. We reach the maximum effectiveness, when
setting all bits in a metadata burst, which results in clearing
256 KiB with only 32 memory writes (factor 256). For the
address-mapping—independent conversion of a burst to the
corresponding metadata bit within a row, see Sec. 3.2.

3.3.2 Cache Coherence. The metadata-based zeroing
only takes effect when a memory access traverses the MC,
but not when a request is served from a CPU cache. Thus,
we have to make sure that after zeroing no copy is kept in
the caches.

One challenge is that there is no atomic operation of set-
ting the metadata bit and evicting a possibly existing CL.
The following two cases must be considered.

1. Concurrent eviction. Right after setting a metadata bit, the
corresponding CL gets evicted from the cache and writ-
ten back to memory, causing a lost update of the zeroing
operation.

2. Concurrent prefetching. The CPU’s prefetcher specula-
tively loads a CL of the page to be zeroed right before
the metadata bit is set, causing stale data to be present in
the cache and the danger of information leakage.

Taking both cases into account, the absence of cached data
must be ensured twice, before and after the metadata update.
To eliminate dirty CLs (case 1), we iterate over all CLs of the
region that should be zeroed and invalidate them using the
dc ivacinstruction without write-back. Then we update the
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metadata. Finally, we iterate over the memory range again
and purge possibly prefetched CLs (case 2). An automatically
triggered cache eviction during the metadata update does
not cause issues, as an unmodified CL does not invoke a
write-back.

The cache invalidation scales linearly with the number
of CLs. Runtime and energy demand highly depend on the
specific microarchitectural implementation. A range flush
instruction (e.g., for naturally aligned blocks of 2*B) would
significantly reduce the coherence effort.

4 Evaluation

We evaluate our approach in two dimensions, performance
and energy. We first selectively look at the metrics of zeroing
a single page in Sec. 4.2, before moving to an end-to-end
scenario in Sec. 4.3.

4.1 Setup

As evaluation setup we use the full system simulator gem5,
which is coupled with the DRAM simulator DRAMSys. While
gemb5 provides for a cycle-accurate simulation of the CPU,
DRAMSys complements this with the timing characteristics
of the LPDDR6 memory and the implementation of the MC
described in Sec. 3.1.

We simulate a single core CPU that implements the 64-
bit ARMvS8 Instruction Set Architecture (ISA) with some ISA
extensions from newer releases (ArmDefaultRelease). The
integrated caches hold 16 KiB for L1 (separate for data and
instructions) and 256 KiB for L2 (shared). A single CL is 64 B
wide (equals two LPDDR6 bursts) and the MMU maps mem-
ory on the granularity of 4 KiB pages. The LPDDR6 system
memory features two channels and sums up to a capacity of
4 GiB. The 32-bit wide linear addresses are mapped to the
hardware as follows:

Row Column Channel Bank Offset

[31] Tiol18[17]16l1514]13[12]11J10] 98 7654 3] 2]1]0]

A row is 2KiB in size and the lowest 5 bits are the offset
in the 32 B burst. Channel and bank bits are mapped below
the column and row bits to exploit parallelism.

In the simulator, we run a Linux 6.18 kernel with an Alpine
user land. We execute the benchmarks with the CPU in mode
O3 for an accurate simulation of CPU and memory timings.

4.2 Microbenchmarks

We start with a performance and energy evaluation of zero-
ing a single page. To cover a variety of real-world scenarios,
we look at four corner points resulting from two variables.

e Hotness. A page has recently been accessed and there-
fore is in the CPU caches. This may happen if using
init_on_free=1 or when reusing a recently freed page
from Linux’s per-core allocation caches. The opposite is a
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Figure 4. double log scale - Required CPU time to zero a page
of order € [0, 9] using Linux’s native implementation vs our
metadata-based approach. Columns: page has recently been
accessed (left), is uncached (right); Rows: default resulting
caching state (top), explicitly flushed to DRAM (Linux only;
bottom). Median values of 100 runs per data point with 10th
and 90th percentile as shaded area. Values for 4KiB and
2 MiB are explicitly labeled.

page that has not been used for a while, for example in a
system with rising memory utilization.

o Immediate demand. A page may be used directly after ze-
roing or only later on. A soon use may benefit from an
already cached page, while in the contrary case eager load-
ing leads to cache trashing because unnecessary zeroes
occupy cache capacity before they eventually get evicted.

Because the caches treat memory more fine-grained than an
individual page, there is no binary classification. Instead, in
practice a page would fall somewhere in-between the space
spanned by these extreme points.

For the measurement, we (1) allocate a page, (2) override it
with non-zero data, (3) optionally flush the page, (4) perform
zeroing, and (5) optionally flush the page again. With steps 2
and 3 we control the initial hotness of the page. The measured
parts are steps 4 and 5. The latter is to artificially trigger the
write-back if a page is not immediately used. For McZero
we always skip step 5 because the implementation already
includes a cache invalidation.

We compare our approach with Linux’s default zeroing
implementation based on ARM’s dc zva instruction to clear
a whole CL at once. To exclude any additional overhead from
managing the LPDDR6 metadata for the baseline measure-
ment, we only enable the metadata feature for McZero. We
measure time and energy for the most important sizes, 4 KiB
base and 2 MiB huge pages, and binary steps in between.
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4.2.1 Performance. For the performance numbers we
measure each data point 100 times and calculate median
values. The high number of iterations (for a simulated envi-
ronment) is because we execute our benchmarks on a full-
fledged Linux system instead of running them bare metal.
Fig. 4 shows the results: In the upper left subplot (hot page,
default outcome) both methods increase with the page size.
But while McZero scales linearly for larger sizes and con-
verges towards a plateau in the lower field, the baseline
shows a discontinuity between 128 KiB and 256 KiB, jump-
ing from 2.8 ps to 106.3 ps. Before the jump, the baseline is
faster than McZero (49.2 ns vs 728.3 ns for 4KiB) but after
the jump it is slower (1.1 ms vs 46.0 us for 2 MiB). As the
shared L2 cache is configured to be 256 KiB in size, this is
the result of overwhelmed caches.

Noteworthy is the timing of McZero for lower orders.
Referring to Sec. 3.3.1, the amount of metadata to be written
for pages of order 0 to 6 is the same - 32 bursts of 32B
each. Therefore, the difference must originate from the cache
flushing operations, which increase linearly with the amount
of memory to be zeroed.

Comparing both columns, the runtime of McZero is less
affected by page hotness than Linux. This is because the
actual memory accesses are the same — metadata is always
pushed down the memory hierarchy to the DRAM, cached
data is discarded, not transferred. The small difference be-
tween both columns for smaller page sizes must originate
from the cache invalidation routine as part of the McZero
implementation.

The Linux baseline, on the other hand, is heavily affected.
When the page is cold, the time for zeroing 4 KiB increases
to 2.0 ps. Even if the CLs do not necessarily need to be read
from memory because they are entirely overridden, another
CL is potentially evicted and has to be written back.

In the bottom row, data is explicitly flushed for the Linux
baseline to also include the costs of eviction, which normally
would happen lazily and implicitly if a CL is not used. For
McZero we skip the additional flush because after zeroing
data is never cached. This brings the 4 KiB zeroing times to
296.7ns and 2.2 ps.

4.2.2 Energy. For the energy estimation we rely on DRAM-
Power [15], a tool based on a detailed DRAM energy model
integrated in DRAMSys. At the end of a gem5 simulation
it provides an estimation for the whole run. To isolate the
energy demand for a single page zeroing operation, we per-
form a differential measurement. We stop the simulation
exactly before zeroing. Then we run a second simulation and
stop it right after the zeroing. The difference is the energy
demand of the zeroing. To reduce volatility, we start both
measurements from the same snapshot of a fully booted sys-
tem. Fig. 5 presents the results. Note that the plot shows
only the energy estimation for the memory subsystem in
order not to distort the results with CPU-induced noise. CPU
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power is highly dependent on the architecture and its im-
plementation, with accurate models being hard to come by,
and our approach is not intended to be limited to a specific
CPU. Approximately, CPU power consumption is propor-
tional to the runtime under load. We aim to evaluate the CPU
overhead of our approach on physical machines in future
work.

The energy demand generally follows the trend of the
runtime reduction shown in Fig. 4. This suggests that zeroing
is mainly bottlenecked by the memory — fewer transfers
mean less time and less energy. For huge pages McZero is
able to reduce the energy demand by more than 95 percent
in every scenario.

4.3 End-to-End Benchmark

We use hackbench as a larger end-to-end scenario. The bench-
mark was originally designed to test the real-time properties
of a system but its IPC-heavy workload also provokes some
memory allocations inside the kernel.

We again compare Linux with McZero. As allocation pol-
icy we use init_on_alloc=1 to enforce zeroing for every
allocation. Tab. 1 shows the results for 10 iterations per sce-
nario executing hackbench -1 200 -g 1.

End-to-end there is no significant difference between both
zeroing approaches in terms of runtime and energy con-
sumption. Also, there seems to be a high fluctuation regard-
ing the number of 4KiB allocations during the benchmark
run, making it hard to draw an absolute conclusion. A few
higher-order allocations (order 1-3) might result from kernel-
internal allocations for handling the IPC of the benchmark.

Besides the number of allocations, we also measured the
accumulated zeroing time per order. After conversion to
per-page statistics this enables the comparison with the re-
sults from the microbenchmark (see Fig. 4). Matching the
4 KiB allocation times with the four scenarios indicates that
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Type Duration [ms] Energy [m]] 4KiB [#] 8 KiB [#] 16 KiB [#] 32KiB [#]
Linux 756.3 +51.3 2085+15.6 2418+141 (~1.2ps) 40 (~3.4ps) 14+1 (~5.0ps) 940 (~10.1ps)
McZero  769.3+22.7 231.7+6.8  1968+119 (~1.7ps) 410 (~1.7 ps) 120 (~2.2ps) 8+0 (~2.0ps)

Table 1. Results of the hackbench benchmark with 10 iterations per scenario as arithmetic mean + standard deviation. Energy
includes the memory subsystem only. Allocation counts per size with average zeroing time (no allocations >32 KiB).

the majority of zeroing requests affects cold pages. While
McZero performs worse than Linux’s default zeroing for
4KiB, it shows an advantage for larger sizes. Future evalua-
tion should therefore focus on huge-page workloads, where
McZero is most promising.

5 Discussion

While our approach is targeted towards efficiency in terms
of latency and power, the question regarding security and
potential data leaks nevertheless arises. Because data is ze-
roed lazily, the already freed data remains in its place in
the DRAM until the next write access. Cold boot attacks
do not pose a realistic threat to LPDDR-based systems, as
LPDDR memory is not attached to the system through a
DIMM but soldered onto the motherboard. Malicious stores
deliberately bypassing the cache to trigger a masked write to
data that is yet to be zeroed could provide a threat, as upon
the next read to the location, returning the full burst would
include leaking the yet-to-be-zeroed data. As masked writes
to the array are rare, with user space applications always
triggering requests at CL granularity, this can be countered
by intercepting masked writes, checking the zeroing bit in
the metadata register beforehand, and if the data is yet to be
zeroed, transforming the masked write into a regular write
with the remaining bits being set to zero.

In comparison with other zeroing concepts our approach
differs in multiple dimensions. The use of CPU-internal (In-
tel DSA) or external accelerators frees CPU resources but
does not affect memory bus utilization. RowClone [14] is
able to omit CPU data transfer entirely but requires hard-
ware changes along the entire stack (DRAM chip, MC, CPU),
while McZero builds upon a standardized LPDDR6 feature.
Furthermore, it is heavily restricted by its alignment require-
ments. As zeroing with RowClone has to take place on row
granularity, depending on the address mapping, zeroing a
single page may even be impossible, as a single row can con-
tain interleaved data from multiple pages. Here, zeroing with
McZero is applicable down to cache line granularity, even
though efficiency decreases. Despite the differences, it en-
counters the same cache coherence problems as McZero, as
all approaches operating below the CPU’s coherence domain
conceptually do.

Furthermore, since one bit of metadata is sufficient for
zeroing a 32B column, only 5.9 percent of the dedicated
metadata space is required for our approach. By rearranging
the zeroing bits, the remaining metadata space could thus
still be used for separate applications exploiting the LPDDR6

metadata mode or used for conventional data when bypass-
ing the LPDDR6 standard’s intended size of the metadata
space.

6 Conclusion

Our prototypic implementation and simulated evaluation
of the McZero concept show its practical applicability. It
performs best for larger regions of memory like huge pages,
where the conventional zeroing suffers from overwhelmed
caches. In such a setting it can reduce runtime and energy
demand by more than 95 percent. Nevertheless, this speed-up
is still below the theoretical x256 resulting from the encoding
strategy, as it is held back by the overhead for ensuring
coherence with the CPU caches.

Future work will extend our analysis to multicore systems
and look for promising real-world applications that actually
benefit from the reduced zeroing effort. Furthermore, we aim
to quantify the costs of cache evictions on physical machines
to project potential energy and time savings to big memory
workloads that are unsuitable for evaluation inside a fully
simulated environment.
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